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1 Introduction

An important dimension of Human–AI collaboration is temporal alignment: the degree to which humans and AI agents
synchronize their decisions, action pacing, adaptation rates, and communication rhythms. The concept builds on
decades of teamwork research showing that high-performing teams develop shared expectations about task timing,
future events, and teammates’ actions [1]. Effective coordination, therefore, depends not only on agreement about
goals and roles but also on alignment in time. Using the cooperative Overcooked environment [2], we tested temporal
alignment across Human-only, AI-only, and Human–AI teams in two studies. In Study 1, the AI operated at its native
speed (one decision per frame), whereas in Study 2, the same policy was slowed to match human response times. By
manipulating AI speed while holding its policy constant, we empirically test whether temporal alignment facilitates
Human–AI complementarity, highlighting that effective collaboration depends not only on what partners do, but also
on when they do it.

2 Methods

2.1 Participants

A total of 436 participants were recruited via Amazon Mechanical Turk: 226 for the Human-only condition, 101 for
Study 1, and 109 for Study 2. Participants were excluded for missing data, incomplete episode coverage (Episodes 1–20),
or not completing task-relevant actions (onion placement, dish plating, or dish delivery), yielding final samples of 124
participants (62 Human-only teams), 91 Human–AI participants in Study 1, and 85 Human–AI participants in Study 2.
Participants received a $3.00 base payment plus a $0.20 bonus for each successful team dish delivery. The protocol was
approved by Carnegie Mellon University’s Institutional Review Board, and all participants provided informed consent.

2.2 Experimental Design and Procedure

We conducted all experiments in the Overcooked-AI environment [2, 3], implemented in CoGrid [4], where two agents
cooperate under time pressure to prepare and deliver onion soup. The study used a between-subjects design with
Human-only, AI-only, and Human–AI teams. The primary manipulation was temporal alignment: in Study 1, the AI
operated at its native speed (one action per frame), whereas in Study 2, the same policy was constrained to human-like
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action intervals sampled from the Human-only condition, isolating the effect of temporal alignment. Both studies used
the same Self-Play (SP) policy, trained with Proximal Policy Optimization [PPO; 6] for 5 million environment steps [4].
Human-only data served as a common baseline across both studies. Participants completed 20 episodes with either a
human or AI teammate, followed by a questionnaire assessing teammate effectiveness, contributions, and behavior.

3 Results

First, we compared performance across Human-only, Human–AI, and AI-only teams in Studies 1 and 2, quantified
as the mean number of successful soup deliveries across episodes. We also computed Human–AI complementarity
across both studies using 𝑝 = 𝑋𝐻𝐶/max(𝑋𝐻 , 𝑋𝐶 ), where 𝑝 > 1 indicates that Human–AI teams outperform the best
homogeneous team [5]. One-way ANOVAs revealed significant effects of Team Type in both Study 1, F (2, 172) = 1450.27,
p < .001, 𝜂2 = .94, and Study 2, F (2, 224) = 4.24, p = .02, 𝜂2 = .04. In Study 1, the temporally misaligned Human–AI
teams performed lowest of the three conditions (all p < .001), yielding no evidence of team-level complementarity
(𝑝 = 0.13). In Study 2, the temporally aligned Human–AI teams again achieved lower rewards than both Human-only
(p = .04) and AI-only teams (p = .03), while the AI-only and Human-only conditions did not differ (p = .99), yielding
a higher but still subthreshold complementarity score (𝑝 = 0.75). Thus, temporal alignment eliminated the AI-only
performance advantage but did not produce team-level complementarity. We therefore examined coordination within
Human–AI teams to determine whether temporal alignment influenced how teammates divided the task, beyond
aggregate performance.

To characterize within-team coordination, we analyzed signed contribution disparity across onion-in-pot, dish plating,
and dish delivery actions, with systematic differences across actions indicating role specialization. We also measured
within-team complementarity by dividing shared team reward by the individual contributions of the human and AI
teammates, with higher scores indicating greater workload balance. Repeated-measures ANOVAs revealed significant
effects of Action Type in both Study 1, 𝐹 (2, 180) = 20.20, 𝑝 < .001, and Study 2, 𝐹 (2, 168) = 30.63, 𝑝 < .001. In Study 1,
humans contributed more than the AI across all actions, with disparity significantly lower for onion placement than for
plating (𝑝 < .001) and delivery (𝑝 < .001), indicating human dominance with little role specialization; within-team
complementarity was correspondingly lower (𝑝 = 1.27). In Study 2, AI contributed more to onion placement than to
plating (𝑝 < .001) or delivery (𝑝 < .001), while humans contributed more to plating than delivery (𝑝 = .001), indicating
clearer role specialization. Within-team complementarity was also higher (𝑝 = 1.39), with a Welch’s 𝑡-test confirming
greater complementarity than in Study 1, 𝑡 (158.01) = −4.82, 𝑝 < .001, 𝑑 = 0.73. Together, these findings suggest that
although temporal alignment did not improve aggregate team performance, it promoted more differentiated roles and
greater complementarity within Human–AI teams.

4 Conclusion

The primary finding is that temporal alignment substantially improved Human–AI coordination: aligning AI execution
speed with human timing, while holding the policy constant, improved role specialization, and within-team comple-
mentarity. Temporal misalignment led humans to dominate across actions, while temporal alignment enabled clearer
specialization, with AI contributing more to onion placement and humans to plating and delivery. These findings
suggest that complementarity depends not only on AI efficiency but also on temporal coordination. One limitation is
that the AI policy was trained with partners operating at the same decision frequency, rendering temporally misaligned
human interaction out-of-distribution. Future work should train policies across diverse execution speeds to determine
whether exposure to human-like temporal variability further enhances complementarity.
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