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AI systems increasingly serve as common inputs into individual and organizational decisions. People may consult
similar models and receive highly correlated recommendations. When many choices rely on the same AI assessment,
public agreement can look like accumulated independent evidence while merely reproducing a shared source—an
algorithmic monoculture concern (Kleinberg and Raghavan, 2021; Bommasani et al., 2022). When does AI improve
collective learning, and when does it create collective error? The answer depends on AI accuracy and adoption.

In a social-learning environment, individuals observe their own private information and earlier decisions, learning
indirectly about what previous people knew. Sequential choices can therefore aggregate dispersed information. However,
a succession of actions in the same direction shifts public belief toward one state. Once belief becomes strong enough,
even someone whose private information points the other way follows the crowd. Actions then stop revealing new
information, and an information cascade begins (Bikhchandani, Hirshleifer, and Welch, 1992).

A shared AI source creates two opposing forces. First, it aligns users’ choices, so an incorrect AI assessment can
quickly shift public belief in the wrong direction and trigger an erroneous cascade. Second, because these actions are
correlated rather than independent confirmations, later decision makers recognize that several observed choices may
ultimately trace back to the same assessment. They therefore rationally discount the informational content of the public
history and may place greater weight on their own private assessments rather than simply following earlier actions.

Model. I build on the classic Bikhchandani–Hirshleifer–Welch (BHW) cascade model by adding a shared AI signal.
The equally likely state is high or low. Individuals act sequentially, choose high or low, and prefer to match the state.
Each sees all earlier actions and one private source. With probability 𝜆, she observes a binary AI assessment of accuracy
𝑞𝐴 , drawn once and shared by all AI users. Otherwise she observes a binary signal of accuracy 𝑞𝐼 , independent across
individuals conditional on the state.

Sources and signals are private: the public sees actions but not whether they reflect an independent signal, the shared
AI, or a persuasive history. Agents are fully Bayesian and, in the baseline, break ties in favor of their own signal. The
solution concept is perfect Bayesian equilibrium. A wrong cascade occurs when everyone eventually chooses the same
action regardless of private information and that action mismatches the state. I study this error as AI accuracy and
adoption vary.

Less accurate AI. When 𝑞𝐴 < 𝑞𝐼 , AI users have relatively weak information and follow the public history sooner than
people with independent signals. This changes the meaning of a sequence of identical actions. In the standard model,
early agreement becomes strong evidence because each action likely reflects a different signal. Here, some actions may
repeat decisions ultimately tied to one assessment, so agreement contains less independent evidence than it seems.

Wider adoption makes this problem more severe because more public actions may reflect the common source rather
than new information. Under the baseline tie-breaking rule, any positive adoption raises a lower bound on the wrong-
cascade probability above the no-AI benchmark. With random tie-breaking, a small amount of low-quality AI can
instead delay a cascade and admit more independent information, but correlation again dominates once adoption is
sufficiently widespread, echoing heterogeneous-precision cascade results (Wu, 2015). The issue is thus not merely that
“bad AI gives bad advice”: a crowd can appear to accumulate evidence while recycling one weak signal.
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More accurate AI. The mechanism changes when the AI becomes more accurate than individuals’ independent signals,
so that 𝑞𝐴 > 𝑞𝐼 . A confident AI user may disagree with prevailing public actions and thereby reveal the assessment she
observed. The common signal, hidden in the low-accuracy case, can thus become publicly identifiable through behavior.

I identify a threshold 𝑞∗ (𝑞𝐼 ) that separates two cases. In the intermediate-accuracy region, 𝑞𝐼 < 𝑞𝐴 < 𝑞∗ (𝑞𝐼 ), revealing
the AI assessment is not enough to start a cascade. Later independent signals still matter, and society must accumulate
additional evidence before people ignore their own information. As 𝑞𝐴 rises within this region, the number of additional
signals required can fall in discrete steps. A cascade then begins earlier, making both a correct cascade and, when
evidence is misleading, a wrong cascade easier to reach. The wrong-cascade probability can therefore jump upward
even after AI becomes more accurate.

In the strong-accuracy region, 𝑞𝐴 ≥ 𝑞∗ (𝑞𝐼 ), the revealed AI assessment alone is persuasive enough to start the eventual
cascade. Later independent signals no longer affect the long-run outcome: society is correct exactly when the AI is
correct, and the wrong-cascade probability is 1 − 𝑞𝐴. This region creates a different risk. A strong common signal
crowds out independent information, so later private evidence cannot correct an AI mistake.

Implications. Figure 1 plots𝑊𝐼 over the range 𝑞𝐴 > 𝑞𝐼 at 𝑞𝐼 = 0.7 and 𝜆 = 0.1. A more accurate AI signal does not
uniformly improve social learning. At a trigger boundary within the intermediate-accuracy region,𝑊𝐼 jumps upward. At
𝑞∗ (𝑞𝐼 ), it jumps again as the strong-accuracy region takes over and independent signals cease to affect the outcome. The
results also show that less accurate AI can raise the wrong-cascade probability above the no-AI benchmark. Together,
these results show that AI can change the informational foundations of social learning. Regulation focused on AI
precision alone is therefore incomplete.
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Fig. 1. Wrong-cascade probability𝑊𝐼 over AI accuracy 𝑞𝐴 > 𝑞𝐼 at 𝑞𝐼 = 0.7 and 𝜆 = 0.1.
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