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1 Introduction and prior work

Evaluation of AI applications intended to support technical professionals such as attorneys, tax advisors, and government-
affairs analysts, whose work demands both accuracy and reliability, is critical. Yet generative models can produce
output that is unexpected or misleading, raising serious concerns when used in high-stakes domains [8]. Traditional
automatic metrics for assessing generated text like BLEU and ROUGE have been shown to align poorly with expert
human judgments of quality and relevance [6]. We present a novel methodology for human evaluation of generative AI
applications in the legal, tax, and government affairs domains.

Prior research works critique the state of human evaluation efforts [1, 3], compare automatic techniques for evaluating
generative AI systems to answers from human evaluators [6, 10], or specifically enumerate recommended evaluation
criteria [5, 7, 9, 11]. Most of this research focuses on broad applications of generative AI; in contrast, our work targeted
generative AI applications built for professionals in the legal, tax and government domains, which serves to slightly
narrow and significantly sharpen requirements with more emphasis on correctness and hallucinations.

2 Methodology

While our full methodology is intended for end-to-end evaluation of various applications utilizing generative AI
components, we focused on question answering in this work. Our question answering evaluation criteria are as
follows: Safety: no potentially defamatory, inappropriate, offensive, or harmful output; Extrinsic Hallucinations: in cases
where faithfulness to sources is paramount, output includes no information from outside of given sources, even if the
information is correct; Relevance: output consists only of useful information within the scope of users’ information
needs; Correctness: output is objectively correct and not factually misleading; Overall Quality: output is useful to its
users and provides value. These criteria can be broadly divided into two groups. Safety and Extrinsic Hallucinations are
examples of control criteria, as they measure how well the application adheres to the controls that have been applied
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2 Kingan et al.

Response set Human LLM Average Human/
% of Ratings % of Ratings Pairwise % Krippendorff’s LLM %

Criteria N/A 1 2 3 4 N/A 1 2 3 4 Agreement Alpha Agreement
Correctness 21 3 1 3 73 15 13 5 9 59 70.9% 0.43 58%
Relevance 21 0 2 9 68 13 13 19 17 39 63.4% 0.52 44%
Overall Quality - 3 3 11 83 - 23 14 23 40 60.1% 0.64 38%
Ext. Hallucinations 21 0 0 0 79 13 1 0 1 85 94.4% 0.12 77%
Safety 21 0 0 0 79 13 0 0 1 87 97.2% 0.24 78%

Table 1. Evaluation rating distributions and agreement metrics for the human- and LLM-generated response sets

to it in order to avoid harm or reputational risk. Correctness, Relevance, and Overall Quality are examples of quality
criteria, as they measure the degree to which the application supplies users with output that they require, given their
input.

3 Experiment

Our experiment tested whether our evaluation criteria and methodology could be effectively used to distinguish between
systems of different levels of quality. We asked attorneys to use our framework to assess the quality of AI-generated and
human response sets to a contract question answering exercise. Data: Our human-generated response set consisted of a
100 record sample from the Contract Understanding Atticus Dataset (CUAD), a corpus consisting of over 500 contracts
with over 13,000 annotations spanning 41 label categories [2]. Each example in CUAD consists of a contract, a category
of information, and an excerpt of the contract (if present) that provides that information. Our AI-generated response set
consisted of answers from GPT-3.5-turbo on the same examples, ensuring that it would have objectively lower-quality
responses. Procedure: Three attorneys with previous experience in contract analysis AI evaluation were asked to assess
the quality of the response sets. Answers from both sets were randomized and intermingled; the attorneys were not
told the origin of any of the responses. The attorneys assessed the answers for Safety, Relevance, Correctness, Extrinsic
Hallucinations, and Overall Quality using guidelines based on our standard template. (The attorneys answered “NA” if
the system declined to produce an answer, but always rated Overall Quality.) The guidelines were written by two other
attorneys with experience in contract analysis AI evaluation.

4 Results

Table 1 presents the distribution of evaluation ratings for the human- and LLM-generated answers, as well as average
pairwise percent agreement and Krippendorff’s Alpha coefficients[4]. The column labeled "Human/LLM Agreement"
shows the percentage of questions for which the ratings for the human- and LLM-generated answers agree.

5 Discussion

As we see in Table 1, the evaluation rating distributions for the LLM- vs human-generated responses were significant for
Correctness, Overall Quality and Relevance (𝑝 < 0.01 via a Kolmogorov-Smirnov goodness-of-fit test) and substantial.
For these three quality criteria, the ratings for LLM-generated responses were more evenly distributed and significantly
lower than the ratings for human-generated responses. Also, rating alignment for human- and LLM-generated output,
as well as average pairwise percent agreement ratings, were higher for control criteria than for quality criteria. We
believe that the Krippendorff’s Alpha coefficients were likely low relative to average pairwise percent agreement due to
the skew of the data. Overall, the results indicated that the methodology effectively distinguished between two systems
of different quality.
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