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To address the vulnerability of personal narratives and support a more verifiable form of narrative identity, we propose a small-scale,
high-context Human—AlI workflow in which Al decomposes narratives into claims and routes uncertain cases, while family members
verify evidence and preserve disagreement. A pilot study involving five family participants investigates whether this workflow yields
scalable yet verifiable narrative identity.

CCS CONCEPTS * Human-centered computing — Human computer interaction (HCI); Empirical studies in collaborative

and social computing; * Computing methodologies — Natural language processing.

Additional Keywords and Phrases: narrative identity, family narratives, human-Al complementarity, crowdsourcing, claim

verification, disagreement preservation

ACM Reference Format:

Cheng-En Tsai, Fanfan Chen, and Jane Yung-jen Hsu. 2026. Human-Al Co-Construction of Verifiable Narrative Identity: A Pilot Study
on Family Stories. In Proceedings of ACM CI 2026 and ACM HCOMP 2026 Posters and Demos (CI *26 and HCOMP ’26). ACM, New
York, NY, USA, 2 pages.

1 INTRODUCTION

Narrative identity is constructed through stories [9, 12], a view later extended from individuals to communities. As this
narrative continuity depends on fallible memories, personal narratives may be fragmented or inconsistent. Families provide
an ideal setting for examining this process, with stories distributed across relatives and generations [7], who

may remember the same events differently [8].

LLMs can now organize large narrative collections efficiently [6], but constructing identity also requires interpreting
meaning, evaluating evidence, and preserving disagreement [1]. These are responsibilities that remain human, especially
since human—AI combinations rarely outperform the better of the two without deliberate division of labor [ 14]. We
investigate how human and Al can complement each other [2] to construct verifiable family narrative identities.

2 RELATED WORK

Rooted in Ricoeur’s hermeneutics, the concept of narrative identity frames identity as an evolving interpretation
constructed through life stories [3, 4, 9, 12]. It distinguishes between idem (the consistent character) and ipse (the self that

changes over time) [12]. Since the identity *sameness’ evolves across time and through changes, individual narratives may



be vulnerable to memory confusion. Family narratives, inherently distributed across participants, generations, and
perspectives [7, 8], may serve as a verifiable narrative grounding.

However, existing HCI systems support collecting and sharing family stories yet rarely support constructing reviewable
identity representations. Human—AI complementarity assigns responsibilities by relative strength [2, 14]: Al handles large-
scale organization and pattern discovery [6] and prioritizes cases needing attention [10], and humans handle interpretation,
evidence evaluation, and disagreement resolution [1].

Crowdsourcing traditionally assumes a large, anonymous, low-context workforce, using decomposition and
aggregation to offset unreliability [1]. Nichesourcing [5], crowd-of-your-own [11], and selfsourcing [13] instead shrink the

crowd and raise its context.

3 METHOD

We divide responsibilities between humans and Al, with humans as the ultimate constructors of narrative identity. The
workflow is a small-scale, high-context crowdsourcing process [ 5, 13]. Al decomposes raw narratives into evidence-
linked claims [6] (self-contained microtasks), groups them into candidate identity patterns, estimates uncertainty, and
routes each claim to the family member(s) with the most relevant tacit context [10, 11].

Our platform, built on Google Al Studio, supports independent review of the same claim by multiple family members.
High-uncertainty or high-stakes claims are routed to more than one reviewer; agreement signals confident acceptance,
and disagreement is preserved as evidence, following crowd truth’s treatment of annotator disagreement [1].

For example, a participant’s hospitalization for a life-threatening illness at age 20 appears in accounts from both
parents and two siblings. AI decomposes each account into claims and routes them by context—medical facts to the
parent who was present, personal experience to the sibling who lived it. The parents’ claims on hospitalization length
agree and are accepted; the siblings’ claims diverge, one recalling the full prognosis, the other a softened version. The
Narrative Identity Card preserves this disagreement as evidence of their differing roles.

Humans remain responsible for constructing identity: family members interpret meaning, verify evidence, preserve
conflicting viewpoints [1], and decide whether patterns are accepted, revised, limited, or rejected.

This iterative workflow [2] produces Narrative Identity Cards—stories, evidence links, review history,
counterexamples, unresolved disagreement, and per-claim reviewer agreement—Xkeeping identity transparent, traceable,
and continuously revisable.

4 PRELIMINARY RESULTS

We are piloting this workflow with a participant’s five-member family. Family stories become narrative claims, candidate
patterns, and reviewable identity representations. Evaluation covers review reduction, traceability, participant control,
trustworthiness, and two crowdsourcing-style measures: inter-verifier agreement on multiply-reviewed claims and
average time per claim. The study assesses whether complementary human—Al responsibilities improve the efficiency
and reliability of narrative identity construction.

5 DISCUSSION

Our contribution is a framework for complementary human—Al construction of verifiable narrative identity. Families
provide a bounded, distributed, yet verifiable testbed. The framework can extend to larger narrative communities, such as
organizations and cultures, while preserving provenance, disagreement, and human governance. More broadly, it extends
crowdsourcing from large, anonymous workforces to small, trusted, high-context groups.
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