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1 BenchMarkerUl: An mcq Auditing System

Multiple-choice questions (McQs) are common for evaluating both students and a1 models (e.g., LLMs), but they are
often riddled with Item Writing Flaws (1wFs) that can confuse test-takers with poor writing practices [2, 4]. We build
BenchMarkerUI, a human-ar collaboration tool to audit and repair MmcQs. We now outline its features, followed by our

plan for audience engagement (§2).

1.1 Datasets

Users can upload mcq datasets as csv, json, or jsonl . Afterwards, a workspace opens with a list of McQ cards on the

left and a Suggestions panel on the right. The dataset can be filtered across varied dimensions—displayed in the video.

1.2 Human-ai Auditing

We focus BenchMarkerUI on the paradigm of collaborative human-ar1 auditing—an A1 model flags a flaw, suggests
a repair, and the user decides whether to accept it—previously effective for LLm-assisted assessment authoring [3].
BenchMarkerUI extends this idea to auditing and repairing McQs; an LM judge flags IWFs in McQs based on a 19-rule
rubric from education research [4, 7], then offers a suggestion on how to correct the item. We describe these two steps

next: suggesting (§1.2.1) and reviewing (§1.2.2) repairs.

1.2.1  Suggesting Repairs with A1 Users can click a button called Analyze on a single MmcQ card or button called Analyze
All across the entire dataset; in a single pass, we implement an LLM judge that compares each McQ against the twr
rubric. It returns a list of rules the mcQ violates with an explanation, along with a suggested fix in the Suggestions panel
on the right. Each classification is also paired with a severity level—confusion-inducing (high), structural (medium),
and cue-giving (low)—based on Schmucker and Moore [6]’s categorization.

After an 1WF violation is detected, the Suggestions panel offers four ways that users can adjust their mcgs: 1) patch: a
targeted fix for a single flaw; 2) adjust difficulty: a difficulty-adjusted variation along a five-point easier-harder scale; 3)

add distractors: up to three additional distractors; and 4) custom rewrite: a revision following the user’s own instructions.
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Every suggestion renders as a change preview, and nothing is applied without the user’s approval (§1.2.2). We describe

the four suggestion forms next.

Patch: A patch is a targeted diff over an mcQ: for each violated span, the A1 model returns a replacement edit together
with a rationale—the violated rubric rule and an explanation. Patches are minimal and independent, to avoid distorting
the author’s intent and the item’s difficulty, and make every change traceable to the flaw it fixes. When a flaw cannot be
fixed locally—violations interact, or a minimal edit would fix nothing—the model instead flags the item as rewrite-required,

meaning the entire question must be rewritten. In this case, the model suggests a full revision to the question.

Adjust Difficulty: Adjust Difficulty lets users tune an mcQ’s difficulty through revised Bloom’s taxonomy [5]: remember,
understand, apply, analyze, evaluate, and create. We design an LM prompt that first classifies the item’s current cognitive

level, and the user can move the item up or down the taxonomy. Given the choice, a second 1M call adjusts the difficulty.

Add Distractors: Users can request up to three additional distractors to add to an McQ; we design an LLM prompt to

write them and preview the mcQ with the new choices. Adding distractors can make mcQs harder and curbs guessing.

Custom Rewrite: Custom Rewrite allows users to arbitrarily edit MmcQs: users write their own instructions for how the

McQ should be revised (e.g., “Make this question stem shorter”), and the A1 model drafts a revision that follows them.

1.2.2  Reviewing Al Suggestions. No suggestion above (§1.2.1) is applied without the user’s review and approval. Per
suggestion, users see a preview of the edits and choose whether to accept via these buttons: Apply fix / Fix all (Patch;
apply a single patch or all patches at once), Accept Rewrite (Rewrite; required even after Fix all), and Accept (Adjust
Difficulty / Add Distractors / Custom Rewrite). Users can also manually edit the mcQ via the Edit button. Accepted edits
can be reverted or reapplied via Undo / Redo, available per action within each mcQ card and across the whole dataset.

Status flags (Not analyzed / Analyzing / Clean / the highest-severity flaw category) track each card’s audit progress.

1.3 Testing Items with Models

To help researchers and educators simulate the difficulty of their mcgs, we prompt three LLMs—GPT-4.1 Mini, GPT-40
Mini, and GPT-5.4 Nano—to answer the question [1]. Each model’s answer and an overall correctness score are returned

so researchers obtain a proxy of question difficulty.

1.4 Supporting Benchmark Quality Studies

A login system links all activity to user accounts, auto-saving each session and letting users resume past audits. Every
editing action is logged with the item’s full before/after state—and, for rubric-driven patch fixes, the violated rubric rule
and its severity category—so each audit doubles as interaction data for human-ar collaboration studies on benchmark

quality. BenchMarkerUTI is open source.!

2 Audience Engagement

At our table, we will allow attendees to upload a well-known LLm benchmark (e.g., MMLU), watch BenchMarkerUI flag
its flaws, apply changes to the question, and re-run Test models to see how model answers change before and after the
repair. Attendees who bring or name their own benchmark or multiple-choice exam will also be audit to audit it on the

spot. The demo can be run online or locally. We will provide access to GPT-4.1 as the judge for all experiments.

!https://github.com/hyunjin5-meow/BenchMarkerUI- Toolkit
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