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Ontology	 editing	 is	 an	 open-ended	 task:	 there	 is	 rarely	 a	 predefined	 standard	 for	 the	 single	 correct	 structure,	 and	 appropriate	
representations	emerge	only	as	the	work	unfolds.	We	present	a	human-in-the-loop	dashboard	for	improving	the	Work	Nouns	Ontology	
from	the	MIT	Ontology	of	Work	Activities,	a	~3,300-node	hierarchy	derived	 from	O*NET	containing	 five	recurring	error	 types.	 In	our	
system,	the	LLM	proposes	edits	with	explanations.	Reviewers	accept,	modify,	or	reject	them,	and	their	decisions	are	distilled	into	editing	
principles	 that	 update	 future	 prompts.	 In	 a	 five-participant	 think-aloud	 study,	 reviewers	 made	 119	 decisions,	 accepting	 58.0%	 of	
suggestions	overall,	but	acceptance	ranged	from	78.3%	for	duplicates	to	15.8%	for	incorrect	multiple	parents.	A	post-hoc	active-learning	
experiment	shows	reviewer	decisions	contain	learnable	patterns.	We	find	AI	assistance	is	most	effective	for	localized	edits	with	relatively	
objective	answers,	while	broader	structural	decisions	still	require	human	judgment.	
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1 INTRODUCTION & MOTIVATION 

Building	and	maintaining	ontologies	is	central	to	organizing	domain	knowledge,	but	ontology	editing	is	inherently	open-
ended.	An	ontology	formally	specifies	the	key	types	of	entities	in	a	subject	area	and	their	properties	and	relationships	[1-
3],	 yet	 there	 is	 rarely	 a	 predefined	 standard	 for	 the	 single	 correct	 structure.	 Appropriate	 representations	 and	 editing	
decisions	 emerge	only	 as	 the	work	unfolds.	We	work	with	 the	Work	Nouns	Ontology	 from	 the	MIT	Ontology	of	Work	
Activities	 [4]:	 a	 hierarchy	 of	 ~3,300	 nouns	 derived	 from	 the	 work	 tasks	 of	 O*NET.	 It	 contains	 five	 recurring	 errors:	
duplicates,	unnecessary	intermediary	nodes,	misplaced	nodes,	incorrect	multiple	parents,	and	ambiguous	names.	Checking	
and	editing	3,300	nodes	by	hand	is	impractical,	so	our	dashboard	pairs	an	LLM	with	human	judgment:	The	LLM	detects	
potential	errors	and	proposes	edits	(merge,	rename,	move,	delete,	or	add	a	parent),	while	reviewers	accept,	modify,	or	
reject	 them.	Their	decisions	are	distilled	 into	editing	principles	 that	 improve	 future	prompts.	This	poster	presents	 the	
system	and	a	user	study	as	a	case	study	of	human–AI	collaboration	in	open-ended	knowledge	curation.	

2 SYSTEM OVERVIEW & HUMAN–AI INTERACTION FLOW 
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As	the	figure	shows,	the	dashboard	keeps	humans	in	control	of	every	change:	reviewers	inspect	the	affected	portion	of	the	
ontology,	compare	the	LLM's	explanation	with	the	surrounding	hierarchy,	and,	if	necessary,	revise	the	proposed	edit	before	
saving.	Reviewers	can	also	record	general	editing	principles	(e.g.,	 "Every	child	must	be	a	 type	of	 its	parent");	recorded	
principles	and	logged	decisions	feed	into	updated	LLM	prompts,	learned	automatically	or	edited	manually.	

3 USER STUDY METHOD 

Five	 participants	 (postdocs,	 PhD	 students,	 and	 an	 undergraduate	 researcher	 from	 the	 MIT	Work	 Activities	 Ontology	
project)	completed	screen-recorded	remote	think-aloud	sessions	and	a	post-task	survey,	spending	seven	minutes	on	each	
of	the	five	error	types	in	a	fixed	order.	We	collected	three	data	streams:	action	logs	of	review	decisions	(§4.1),	post-task	
surveys	and	think-aloud	transcripts	(§4.2),	and	a	post-hoc	machine-learning	experiment	on	the	logged	decisions	(§4.3).		

4 USER STUDY RESULTS 

4.1 Action Data Statistics 

Five	 reviewers	 completed	 119	 editing	 decisions,	 accepting	 58.0%	of	 LLM	 suggestions,	modifying	 10.1%,	 and	 rejecting	
31.9%.	 Acceptance	 differed	 by	 error	 type:	 duplicate,	 intermediary,	 and	 naming	 suggestions	were	 accepted	most	 often	
(78.3%,	76.9%,	and	66.7%),	while	misplaced-node	and	multiple-parent	suggestions	were	accepted	only	38.1%	and	15.8%.		

4.2 User Feedback: Survey, Open Responses, and Think-Aloud 

All	five	participants	rated	the	system's	overall	helpfulness	High	or	Very	high,	and	more	helpful	than	editing	the	hierarchy	
directly.	 AI	 Suggestions	 and	Error	 Types	were	 rated	 the	most	 helpful	 features;	 principles	 and	 navigation	were	 valued	
unevenly,	 and	 the	 prompt-inspection	 feature	 was	 rarely	 used.	 Full	 data	 are	 in	 the	 supplementary	 material	
(user_study_survey_results.pdf).	In	open	responses,	participants	most	valued	the	error-type	categories	for	breaking	work	
into	manageable	pieces	and	the	LLM's	explained	suggestions	(3/5	each);	top	complaints	were	the	lack	of	an	edit	preview	in	
the	hierarchy	view	(3/5),	unclear	ordering	among	interdependent	error	types	(2/5),	and	inaccurate	or	slow	suggestions	
with	unreliable	prompt	 learning	(2/5).	Reviewers	verified	suggestions	rather	than	deferring	to	them,	tracing	hierarchy	
paths	to	check	the	resulting	tree,	though	strong	recommendations	could	still	change	their	mind.		
Think-aloud	transcripts	suggested	that	placement	judgments	are	harder	than	judgments	of	similarity,	necessity,	or	naming.	
These	 findings	 indicate	 that	 AI	 assistance	 is	most	 effective	 for	 localized	 edits	with	 relatively	 objective	 answers,	while	
broader	structural	decisions	still	rely	much	more	on	human	control.	

4.3 Post-Hoc Active-Learning Experiment 

To	test	whether	human	review	decisions	contain	learnable	patterns,	we	ran	a	post-hoc	active-learning	experiment	on	the	
logged	decisions.	After	resolving	reviewer	disagreements	by	majority	vote,	50	unique	ontology	cases	were	split	into	a	38-
case	training	pool	and	a	fixed	12-case	validation	set.	A	classifier	was	trained	to	predict	whether	reviewers	would	accept,	
modify,	or	reject	a	suggestion,	using	AI	recommendation,	confidence	score,	edit	category,	and	explanation	text.	The	model	
was	retrained	as	labeled	cases	accumulated.	Under	uncertainty	sampling,	mean	validation	accuracy	rose	from	46.4%	(six	
labeled	 cases)	 to	 58.3%	 (full	 pool),	 above	 the	 50%	majority-class	 baseline,	 and	macro-F1	 (averaged	 across	 the	 three	
decision	classes)	rose	from	~35%	to	47.2%.	Most	improvement	occurred	within	the	first	15–20	cases	before	leveling	off.	
Given	the	12-case	validation	set	these	results	are	exploratory,	but	they	suggest	reviewer	decisions	are	partly	predictable	
from	features	the	AI	already	has.	

5 CONCLUSION & NEXT STEPS 

Pairing	 LLM	 error	 detection	 with	 human	 verification	 made	 improving	 a	 ~3,300-node	 ontology	 tractable:	 all	 five	
participants	found	the	system	helpful,	and	the	review	process	surfaced	both	individual	corrections	and	reusable	editing	
principles.	The	biggest	gaps	are	in	what	reviewers	can	see	and	the	order	they	work	in:	the	hierarchy	view	needs	to	preview	
the	tree	after	a	proposed	change,	and	interdependent	edits	need	a	sensible	order;	prompt	learning	must	also	become	more	
accurate,	controllable,	and	selective	about	what	it	surfaces.	More	broadly,	the	case	suggests	one	shape	collective	intelligence	
can	take	across	open-ended	domains:	AI	proposes	at	scale,	humans	judge,	and	the	exchange	improves	both.	
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