Human-Al Collaboration for Detecting Al-Generated Media: Just-in-Time Advice
from Experts and LLMs

Extended Abstract

NEGAR KAMALI, Northwestern University, USA

AAKRITI KUMAR, Northwestern University, USA

ANGELOS CHATZIMPARMPAS, Utrecht University, Netherlands
CANDICE GERSTNER, US Department of Defense, USA

JESSICA HULLMAN, Northwestern University, USA

MATTHEW GROH, Northwestern University, USA

People encounter images and video in feeds, workplaces, and courtrooms, where it is no longer clear whether what they see is real or
Al-generated. One way to address this is automated detection, but detectors are not robust. People, however, can be guided to reason
about the media in front of them [3]. We test whether just-in-time advice, delivered while a person makes a judgment, produces
human-AI complementarity, in which a person and an Al system together detect Al-generated media better than either alone. We ran a
preregistered experiment with 2,699 participants across nine stimulus sets of real and Al-generated photographs and videos, randomly
assigning each participant to a control, advice from a human expert, or advice from a frontier LLM. The advice never revealed the
answer, and instead directed attention to a specific visual feature. Expert advice increases detection of Al-generated media by 7.1

percentage points and outperforms LLM advice by 2.7 points, while both raise false positives on authentic media.
CCS Concepts: « Human-centered computing — Empirical studies in HCI; Collaborative and social computing.
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1 Motivation

Advances in diffusion models have made determining the authenticity of images and videos a practical concern for
individuals, firms, newsrooms, and courts. How well people detect Al-generated images depends on the context [2, 5, 7].
Automated detectors can assist with this task, but they are not robust [8]. Alongside automated detectors, we need to
equip people with support that helps them reason about why an image might be Al-generated or authentic. Support
of this kind is an attention signal, marking what deserves scrutiny, rather than an action signal that recommends a
decision [6]. HCI literature has long found that support of this kind works best when it arrives at the moment of the
task, because people learn by acting and skip instruction offered up front [1, 4]. In this study, we test whether advice
generated by a human expert or an LLM, and presented while a person forms a judgment, can improve human detection
accuracy. The advice points to concrete visual features without revealing the answer, leaving the final decision to the

human.

2 Study Design

We ran a preregistered, between-subjects experiment on Prolific with 2,699 participants. A participant labeled an item

real or Al-generated with a confidence rating, received their assigned intervention, and labeled the same item again.
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We assigned each participant to one of three conditions. In the control condition, participants saw the item a second
time and received no advice. In the expert condition, they saw advice from a human expert who knew the ground
truth and wrote it using a published taxonomy of artifacts and implausibilities in Al-generated images [3]. In the LLM
condition, they saw advice from a frontier model that did not know the ground truth (Claude Opus 4.6 for images,
Gemini 3 Pro for videos), prompted with the same taxonomy and with few-shot examples of the expert advice. A sparse
autoencoder analysis of the advice text shows the two sources draw on the taxonomy differently, with expert advice
concentrating on anatomy, posture, and material consistency, and LLM advice more often directing the viewer to zoom
in on text, labels, and fine detail. The nine sets span pose complexity, surveillance imagery, gender—occupation pairings,
viral deepfakes, partial edits, everyday and high-stakes video, high-stakes scenes, and one set that regenerates the
same Al-generated images with newer models. The outcome is the within-participant change in accuracy from the first

judgment to the second, and we report three OLS models with standard errors clustered on participants.

3 Findings

Expert advice raises accuracy on Al-generated stimuli by 7.1 percentage points (95% CI = [6.2, 7.9]), and LLM advice
raises accuracy by 4.3 points (95% CI = [3.6, 5.1]). On real stimuli, both effects are negative, —2.3 and —3.2 points,
respectively, because advice shifts participants toward classifying images as Al-generated. The effect of expert advice
on Al-generated stimuli declines by 0.26 points per stimulus seen (p < 0.001), while its cost on real stimuli attenuates
over the course of a session. Expert advice outperforms LLM advice by 2.7 points on Al-generated stimuli (95% CI =
[1.7, 3.8]) and by 1.8 points across both stimulus types, with no detectable difference on real stimuli (p = 0.073). A
signal detection decomposition attributes this pattern to both increased sensitivity and a shift in response criterion,
with the sensitivity gain from expert advice roughly three times that of LLM advice (Ad" = 0.185 vs. 0.062). The LLM
never received the ground truth, and its advice was no less effective on stimuli it classified incorrectly (interaction —0.4
points, 95% CI = [-2.3, +1.4], p = 0.637), so its value comes from directing attention and not from access to the answer.
Both the benefit and the cost vary widely across the nine sets, and we report the per-set estimates in forthcoming work.

Just-in-time attention guidance raises accuracy while the person keeps the decision, which suits verification pipelines
staffed by moderators, analysts, and crowds. Any scalable system will use a model that does not know the ground truth,
and we find that such a model still provides useful guidance. Expert advice must be written for each item by someone

who has already judged it, while a model can write advice for any item on demand.
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