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Music platforms have typically focused on recommending songs for listeners. In this work, we expand the recommendation capabilities
to assist amateur musicians in selecting scores they can realistically perform. Existing methods often rely on difficulty labels that
are sparse, inconsistent, and typically apply globally rather than being tailored to individual performers. To address this issue, we
propose a human-Al collaboration framework where Al analyzes symbolic scores at scale, while musicians maintain control over their
goals, ability profiles, and final repertoire choices. The system learns from human assessments of difficulty, identifies challenging
passages by analyzing overlapping sections of scores, and personalizes recommendations based on a musician’s skills and objectives.
Additionally, structured score evidence helps to provide clear explanations in natural language. The division of labor is well-defined:
Al offers scalable screening and localization, whereas musicians contribute context, make corrections, oversee the process, and hold
final authority over decisions. We outline the system architecture and propose an evaluation plan that focuses on recommendation

quality, calibration, adaptation, and appropriate reliance on AL
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1 Motivation

Difficulty labels such as beginner, intermediate, or advanced obscure a key question: difficult for whom? Playability
depends on instrument, experience, technique, physical constraints, goals, and sometimes a small number of challenging
passages. Music-score discovery is therefore a human-AI complementarity problem: Al can analyze large score
collections, while musicians provide context, define acceptable challenge, and retain final authority. We ask how
analysis, correction, and decision-making should be divided between a musician and an Al system that recommends
playable repertoire. Music provides a tractable testbed because symbolic scores are widely available and graded corpora

provide human-supervised difficulty signals.

2 Collaborative Framework

Our framework extends the Ask Toscanini! symbolic music-search architecture. Raw MusicXML is reduced to performance-
relevant events and divided into overlapping windows. A learned encoder estimates score-level difficulty and identifies
passages likely to exceed a performer’s current capabilities. The musician supplies a compact profile describing in-
strument, experience, technical strengths or limitations, accessibility constraints, and learning goals. This profile
personalizes the ranking of scores and passages without replacing the general difficulty estimate. As the musician

accepts, rejects, or corrects recommendations, the profile can be revised, creating a co-adaptive feedback loop.

3 Division of Labor and Supervisory Control

The framework separates responsibilities among the Al system, the musician, and their shared interaction.
Al responsibilities: processing large score collections, normalizing ratings, detecting structural patterns, estimating

difficulty, locating challenging passages, and retrieving candidates efficiently.
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2 Bahraini and Tilevich

Musician responsibilities: defining goals and acceptable challenge, deciding which personal constraints to disclose,
interpreting flagged passages, correcting inaccurate assumptions, and making final repertoire and practice decisions.

Shared responsibilities: refining the capability profile, calibrating judgments, and deciding whether a recommen-
dation represents productive challenge or excessive burden.

The system therefore supports selective delegation rather than replacing human judgment. Musicians may automate

routine screening while reserving uncertain or borderline cases for personal inspection or teacher review.

4 Grounded Explanations

LLM explanations are not necessarily faithful. In preliminary exploration, models sometimes described barriers un-
supported by the score. We therefore use the LLM only as an explanation layer, conditioned on verified signals
from high-contribution windows. The predictive model localizes difficulty; the LLM translates that evidence into

musician-facing language.

5 Technical Approach
batch | personalized
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Fig. 1. End-to-end pipeline for difficulty estimation, actor-specific matlching, and grounded explanation.

Our corpus contains over 100,000 difficulty-rated scores. Because ratings vary across sources, we map them to a
shared ordinal scale using a learned calibration layer and use instrument- and source-stratified train, validation, and test
splits to reduce leakage and assess cross-catalog generalization. Following the Ask Toscanini! pipeline, raw MusicXML is
pruned to retain only performance-relevant information, including pitch, duration, dynamics, articulation, and key and
time signatures, reproducing the large storage reduction demonstrated in our prior work [4]. Scores are then divided
into overlapping windows of measures or events and encoded as note-level tokens. A compact transformer produces
window embeddings, aggregated through attention-weighted pooling into a score-level representation and mapped to
an ordinal difficulty estimate. General difficulty aids filtering, while compatibility between window embeddings and a
musician’s capability profile—including expertise, instrument limitations, and learning objectives—enables personalized
ranking and identifies passages that may exceed the performer’s abilities. Finally, grounded explanations are generated

by conditioning an LLM only on high-contribution windows and verified structural signals.

6 Evaluation

We will compare global, score-level, and personalized window-level models using human judgments, passage-localization
accuracy, cross-source generalization, and inference latency. A user study will evaluate whether the system enhances

repertoire selection, examines overridden recommendations by musicians, and assesses trust in grounded explanations.

7 Contribution

This work reframes difficulty as a relationship among structured instructions, a human actor, and an Al assistant rather
than as a fixed property of an artifact. The system makes the division of labor explicit: Al provides scalable analysis,
localized evidence, and capability matching, while musicians provide goals, capability information, correction, and final
judgment. Beyond music, this actor-instruction matching framework may apply to domains such as healthcare and

maritime operations, where successful execution depends on assigning procedures to appropriately qualified personnel.
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