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This project presents a human-Al collaborative knowledge graph workflow for identifying and querying digital preservation risks in three
Laptop Orchestra of Louisiana compositions recovered from legacy computers. Archivist-created piece records and locally extracted file
and dependency evidence are combined in a Neo4j graph aligned with CIDOC CRM. Representative query testing revealed differences
between structured graph data and LLM-supported retrieval of contextual information. The pilot highlights complementary roles for

automated processes and practitioner review in preserving code-based cultural works.
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1 INTRODUCTION

Cultural computing communities create works whose behavior depends on code, interfaces, and specific technical
environments. Preserving them requires more than retaining their files. Creative code and software environments may be
dispersed across aging computers, required dependencies may be missing or incompatible, and the tacit knowledge needed
to interpret and perform the works often remains undocumented. The Laptop Orchestra of Louisiana (LOL), a research and
performance ensemble within Louisiana State University’s Experimental Music and Digital Media program, is one such
community. Since 2009, LOL faculty and students have produced works using custom software, interfaces, and networked
systems as compositional and performance media. As these environments become obsolete, the risk extends beyond loss
of executability to the loss of evidence needed to understand how code, interfaces, performers, and protocols made the
works realizable in performance.

This project presents a human-Al collaborative knowledge graph workflow that combines archivist-created
preservation documentation with locally extracted technical evidence about files and software dependencies to identify and
query preservation risks in cultural computing works. Applied to three LOL compositions recovered from two legacy
MacBook Pros, the workflow uses archivist-created piece records that bring together recovered materials, performance
documentation, scholarship, and composer materials to document each work and its preservation needs. A locally run
extraction script examines the recovered work files to identify software dependencies and whether required components
are still present. These two sources of evidence are brought together in a Neo4j [1] knowledge graph aligned with the
CIDOC Conceptual Reference Model (CIDOC CRM) [2], preserving connections between the works, their preservation
risks, and the evidence used to identify them. LLM-supported tools help incorporate information from the piece records
and allow practitioners to query the graph in natural language. Practitioner review addresses information that remains
incomplete or unresolved.

2 RELATED WORK

Research on the preservation of code-based music has emphasized that continued access and reperformance depend not
only on preserving a work’s files and media but also on documenting its software and hardware requirements, performance



procedures, and the tacit knowledge needed to realize it in performance [3, 4, 5, 6]. Community-led repository initiatives
have begun organizing and sharing these materials, but no common preservation structure or practice has yet been adopted
across the field [7, 8, 9].

Cultural heritage research has applied knowledge graphs and CIDOC CRM to connect records from different sources
while retaining their relationships, context, and provenance [2, 10, 11, 12]. Recent systems combine knowledge graphs
with Al to support preservation risk analysis, question answering, and archival discovery [13, 14, 15]. Gnanasekaran and
Marciano’s ChatLoS v3, for example, provides natural-language access to linked archival data while retaining access to
the source records behind its responses [15]. Across this work, human validation remains important for maintaining

provenance and interpreting contextual information.

3 WORKFLOW DESIGN AND IMPLEMENTATION

The pilot corpus consists of three laptop orchestra works created in Max, a visual dataflow programming environment
developed by Cycling *74 [16] and used extensively within LOL’s compositional practice.

For each work, a preservation document called a piece record was compiled from recovered files, performance
documentation, scholarship, composer materials, and Max patch analysis. These records organize evidence about the
work’s identity, performance configuration, hardware and software requirements, provenance, and preservation risks,
while marking conflicting or unconfirmed information as unresolved. They function both as human-readable
documentation and as source material for the knowledge graph.

To protect composers’ unpublished materials from cloud Al processing, a locally run Python script examines the
recovered Max patch files to identify software dependencies and whether required components are still present. The script
compares dependency evidence in the patches with files present in the recovered folders.

Neo4j brings the piece records and extracted file evidence into the same graph so their relationships can be queried
together. Descriptive and provenance information from the piece records was added first, followed by file and dependency
data from local extraction. Because the piece records contain contextual and performance information not captured through
file extraction, they were also processed as unstructured text with Neo4j’s LLM Graph Builder to incorporate that material
into the graph. The populated graph was then queried through the native AuraDB agent using natural-language preservation
questions.

4 PILOT FINDINGS AND LIMITATIONS

Representative preservation queries showed different results across the structured graph data and the LLM-supported
document layer. Queries against structured information identified missing dependencies, Max version constraints,
hardware risks, and performance-practice concerns, including across multi-part preservation questions. The LLM-
supported document layer was less reliable: it introduced duplicate representations of the works and did not consistently
retrieve the richer contextual information contained in the piece records. In one query about a work’s gestural directive
system, the response relied on structured information rather than the fuller context documented in the piece record.

These observations are based on representative query testing across a three-work pilot, with formal evaluation of the
workflow remaining for future work. The extraction process requires further testing before it can be applied more broadly.
The contrast between structured and documentary information shows where automated processes supported the pilot and
where practitioner review was needed to verify and interpret the resulting evidence. The pilot provides an applied proof of
concept for combining practitioner-created documentation, local file analysis, and LLM-supported tools to identify and
query preservation risks in code-based creative works.
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