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We present BirdsongChat, a real-time interactive system for cross-modal generation of bird motion and soundscapes. The system
enables users to generate and iteratively refine coordinated avian behaviors using text and image inputs, supporting controllable
interaction over attributes such as emotion, species characteristics, and environmental context. BirdsongChat produces synchronized
motion and spatialized soundscapes through a modular architecture consisting of a reasoning module, a coordination module, and
execution modules for motion and audio generation. A foundation model interprets multimodal inputs and produces structured control
signals, which are then executed by specialized modules to generate temporally aligned motion and soundscape outputs in real time.
Results of evaluations based on qualitative and quantitative metrics display high alignment between motion and soundscapes while
producing clear multimedia through a variety of prompts, achieving 94.4% cross-modal coherence, 100% emotion fidelity, and 92.6%
temporal consistency. Overall, BirdsongChat demonstrates how interactive multimodal systems can support real-time exploration of
coordinated motion and spatial soundscapes, enabling more controllable and expressive generative experiences while maintaining
strong alignment between motion and soundscapes and supporting stable interactive control in multi-bird and varied environmental
settings. The demo video and live web tool are available via the provided links.

CCS Concepts: • Computing methodologies → Animation; Natural language processing;Multi-agent planning; • Human-
centered computing→ Collaborative interaction; Natural language interfaces; Interactive systems and tools; • Applied
computing→ Sound and music computing.
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1 Introduction

Foundation models have advanced in multimodal generation across language, audio, vision, and motion [1–3]. Despite
this progress, most existing systems operate as largely opaque end-to-end generators, making it difficult to precisely
control outputs across modalities or ensure consistent behavior in interactive settings. In addition, independently-
developed pipelines for different modalities often lead to misalignment between motion, sound, and visual components,
especially in real-time or user-driven scenarios [4].
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2 Trovato et al.

To address these limitations, we present BirdsongChat, an interactive system based on foundation model reasoning
for cross-modal generation of synchronized bird motion, spatialized soundscapes, and environmental effects. Using a
shared representation for kinematics, acoustics, and semantics, all three are coupled to produce cross-modal coherent,
emotionally responsive, and physically plausible 3D flight with orchestrated spatialized birdsong. Given a user input, the
system interprets high-level intent using a foundation model, converts it into structured control signals, and executes
them through specialized kinematic and acoustic modules for motion and audio generation. This modular design allows
interactive human-AI collaboration in soundscape generation while maintaining consistent alignment between the
generated motion and the overall soundscapes.

From the user’s perspective, the system enables users to generate and iteratively refine coordinated avian behaviors
through text and image inputs, supporting controllable interaction over attributes such as emotion, species characteristics,
and environmental context.

We evaluate BirdsongChat through a combination of qualitative scenarios and quantitative metrics across cross-modal
coherence, emotion fidelity, and temporal consistency. Results show that the system produces coherent multimodal
behaviors across diverse prompts, maintains strong alignment between motion and soundscapes, and supports stable
interactive control in multi-bird and varied environmental settings.

In this demo, we demonstrate its ability to generate temporally aligned motion and soundscapes that respond
coherently to user inputs (text or image) across diverse prompts through examples. The examples involve emotion
modulation, environmental transitions, and iterative refinement of multimodal outputs.

Our contributions are as follows:

• BirdsongChat system: An interactive multimodal generation system for coordinated motion and soundscape
conditioned on text and images.

• Unified cross-modal control:A hybrid architecture that decouples high-level reasoning from low-level execution via
a shared representation inferred by foundation models, which enforces cross-modal coherence by construction
and ensures deterministic, physically consistent behavior with intrinsic interactive synchronization across
modalities.

• Cross-modal control design: A unified interface enabling consistent modulation of emotion, species traits, and
environmental context across modalities.
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