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Recent advances in Al music generation have enabled users to create complete musical pieces from natural-language prompts. However,
most existing systems follow a prompt-and-regenerate paradigm, making iterative refinement difficult because users must repeatedly
recreate compositions instead of directly evolving existing musical ideas. We present MusiChat, a conversational vibe composing
system that enables collaborative human—-AI music creation through natural-language interaction and iterative refinement. At the
core of MusiChat is a hierarchical controllable music generation framework that separates lyric-aligned musical structure generation
from expressive surface realization, allowing flexible stylistic transformations and structure-preserving edits. The system integrates a
large language model with a hybrid symbolic music engine through a memory-augmented architecture that maintains the active
composition state and user history across interactions. A hybrid intent-routing mechanism further enables efficient interpretation
of both precise musical edits and open-ended creative requests. Rather than regenerating compositions from scratch, MusiChat
incrementally transforms an evolving musical artifact while preserving relevant musical structure and user intent. Overall, MusiChat

supports coherent multi-turn music authoring and interactive human-AlI co-creation through a conversational interface.

CCS Concepts: « Applied computing — Sound and music computing; - Human-centered computing — Sound-based input /

output; Keyboards.
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1 Introduction

With the proliferation of existing, well-known music generation models such as Suno [10], Google’s Lyria [2], Stable
Audio 3.0 [6], and MusicGen [3], music generation can now be accomplished with a single text, image, or audio prompt,
making music creation possible for creators with little to no music experience. Some have also provided a wide variety
of features to edit and refine the generated music, including allowing the artist to edit the music manually themselves
within the product, adjusting the parameters as the music generates, and regenerating selected segments of the song
through lyric editing or by just normal regeneration.

While they may offer lyrical revisions to segments of a song and manual editing, a wish to regenerate only a portion
of a musical feature (such as a melody or instrumental part) that maintains the musical continuity of the original song
remains out of scope, as users frequently receive a drastically different regeneration of that portion instead. Asking

music generation models to revise a portion of the song is similar to asking state-of-the-art Large Language Models
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(LLMs) such as ChatGPT and Claude to modify only a paragraph of an essay while keeping others the same - in-turn
refinement is currently not possible, as they only provide one-shot generation [4, 7, 9, 14], where semantic content,
structure, and surface realization are entangled in opaque representations, limiting interpretability, controllability, and
collaborative use [1, 12, 17]. Symbolic models like MelodyGLM [12] and MeloTrans [11] offer more transparency but
use single-pass pipelines, while SongComposer [5] advances lyric-aware generation, yet all remain largely data-driven
and end-to-end.

Some alternatives to this end-to-end method would be to ask for a complete regeneration of the entire song but
specify a slight change to only a portion of the song; however, that would likely result in a song with little to no
similarity compared to the original, and due to a focus on expressing high-level intent, many music generation models
currently do not have the ability to exactly pinpoint the area to make slight modifications to anyway.

Under such limitations, artists are limited to either many multi-turn regenerations using conversation as a medium [8,
13, 15, 16] until they reach a somewhat coherent, satisfying result or editing the music in another software themselves.
The former does not address the direct problem, and the latter requires a higher music production experience, confining
many aspiring musicians.

Therefore, we introduce MusiChat, a vibe composing symbolic natural-language-to-music generation tool that provides
reliable melodic, rhythmic, and lyrical in-turn refinement preserving all other parts of the song while producing musically
coherent, contextually-aware segments. Similar to the term vibe coding!, the idea that a person can build software by
conversing with an LLM rather than writing code directly, we introduce the term vibe composing for music, where
any melodic, rhythmic, and lyrical modifications to the music at any scope can be made purely using natural language.
Contrary to current music generation methods, we incorporate a mix of hybrid symbolic music generation models to
generate the desired music. By particularly including a deterministic design, in-turn refinement becomes feasible.

In our demonstration, users not only have the ability to make basic modifications to features such as the author and
title, but also to selected measures and lyrical segments through specific regeneration requests communicated with
natural language. With MusiChat, users are able to prompt, create, and refine musically, rhythmically, and lyrically
without needing extensive musical experience, extending beyond the previous limitation placed upon precise musical
and rhythmic modification requests for existing music generation models.

Our contributions are multifold:

o MusiChat: A conversational vibe composing system and an LLM-powered system that illustrates how conversational
Al can facilitate collaborative human—-AI music creation through continuous dialogue and iterative refinement.

o A hierarchical controllable music generation framework that forms the foundation of vibe composition by separating
lyric-aligned musical structure generation from expressive surface realization, enabling flexible, structure-
preserving musical transformations.

o A comprehensive system evaluation that evaluates interaction, musical structures, expressive variation, and

perceptual quality through objective analysis and human studies.

We demonstrate MusiChat through representative composition scenarios in the demonstration, showing how
conversational interaction, persistent memory, and incremental editing support a natural and iterative workflow for

vibe composing with Al-assisted music generation.
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