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1 Introduction and Motivation

People increasingly turn to AI systems for everyday decisions, forming a new kind of advisory relationship. Many
of these decisions are personal and moral, like whether to report a colleague or whether to tell a friend something
they would rather not hear. Such advice is now a substantial share of what people ask LLMs for [3, 12]. As agentic
systems mature, people are no longer only consulting AI but delegating decisions to it—letting it draft the message,
screen candidates, act on their behalf. Advice-taking requires only momentary agreement while delegation requires
trust. What earns that trust remains unclear. Asked directly, people rate AI advisors as less trustworthy than human
ones [12], even though AI moral advice is rated as more thoughtful and correct than a human expert’s [5, 13] and shifts
human judgments [8]. Recent work suggests these findings are not in tension: AI advice shifts judgments even when no
justification accompanies it [9], and deference tracks the verdict more than the reasoning behind it [10]. In other words,
an AI advisor can sway judgments without being trusted. But if the recommendation carries persuasion, this leaves open
what the reasoning carries. Available findings do not reveal which component of the advice earns which form of reliance.
Three gaps remain. First, judgments and reasoning have not been varied independently: an advisor’s justification always
supports the recommendation it accompanies [1]. Second, where reasoning has been varied at all, it is in quality [10] or
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2 Eunkyu Park et al.

presence [9], never in whether it appeals to the values a person holds, despite evidence that in high-stakes settings,
people care not only about what a system decides but whether its decision process is one they recognize and endorse [7].
Third, persuasion has been the prominent outcome [8, 9], leaving open whether the judgment alignment and reasoning
alignment shape trust and reliance differently, as prior findings hint they might [14, 16]. Closing these gaps benefits
from connecting disciplines. We draw on value theory from moral psychology to recover, for each individual, both the
decision they would favor and the reasons they would find important, and use this profile to control an LLM advisor’s
advice—bringing a measurement from psychology to a question posed in human–AI interaction.

In this ongoing work, we investigate how alignment of AI’s moral advice about what to do compared to
alignment of an AI’s reasoning with a user’s values influences user trust, willingness to rely on the advice,
and willingness to delegate tasks to the AI. We built a study framework that varies AI judgment and value-related
reasoning independently and directly in a moral dilemma task. Participants will complete a values questionnaire, and we
will project their scores onto the value axis underlying each dilemma to recover, for that individual, both the judgment
they would favor and the value considerations they would find important. An LLM advisor then delivers advice that
matches or mismatches each of these independently, so alignment is defined relative to the person rather than to a
fixed stance. We will adjudicate between the following hypotheses:

H1 People rely on the AI advisor when it reaches their preferred moral judgment, regardless of how it got there.

H2 An advisor that appeals to the values a user finds important earns more trust and more willingness to delegate,
even when it reaches the opposite moral conclusion in a dilemma.

H3 Trust is conjunctive—people trust an advisor only when both its decision and its reasoning align with their own.

2 Study Design and Expected Outcomes

The Framework. First, participants will complete the PVQ-21 [15], which measures the values a person holds along
two dimensions of the Schwartz circumplex: Self-Transcendence vs. Self-Enhancement and Openness-to-Change vs.
Conservation. Each dilemma in our set, drawn from MoReBench [4], turns on one of these dimensions, so a participant’s
scores tell us both the judgment they would favor and the values they would reason from; the values at the other end of
the dimension define misaligned reasoning for that person (§ A.2). All advisor responses will be validated to express
their intended values (§ A.1), so misaligned reasoning reads as a different stance rather than as weaker reasoning. We
measure three responses. Reliance is measured as an observed choice shift: participants commit to a choice on a fresh
dilemma before seeing their AI advisor’s advice, Trust is measured across competence, integrity, value overlap, and
predictability. Delegation willingness is asked at two autonomy levels, consulting versus acting on the participant’s
behalf, across tasks that vary in whether a decision lands on others [6] or their own [11]. With our study design nearly
finalized, we plan to collect data from 𝑁 = 200–500 participants, followed by statistical analyses of the results.

Conclusion. If reliance on an AI moral advisor decomposes as we predict, then alignment is not one lever but
two, with different consequences: an advisor tuned to agree may be followed without being trusted, while one that
reasons as a user would may be trusted with decisions its specific advice does not win. For system builders, this
means decision-level and reasoning-level personalization are separate design choices, and communicating an advisor’s
reasoning is not cosmetic but the route to the kind of trust that licenses delegation. For evaluation, it argues for
measuring alignment component-wise rather than as a single agreement score. Whether the reasoning sounds like our
own, not just how good they are, may be what earns our trust. We note that data collection is underway and we will
present the full pattern across all three conditions at the meeting. We look forward to discussing the implications of our
findings on how human–AI alignment is measured with the community at the poster session.
Manuscript submitted to ACM
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A Appendix

A.1 Vignette Construction and Validation

We source everyday dilemmas across diverse morally conflicted situations from MoReBench [4]. For our setting, we
pair each dilemma with four advisor responses that cross two decisions with two value framings, where the two
framings must be recognizably different in the values they appeal to while remaining equally coherent and well-formed—
otherwise a misaligned framing risks reading as worse reasoning rather than differently valued reasoning, the confound
the backfire effect in [10] warns against.

We curate these responses in two stages. First, for each dilemma we identify its governing Schwartz axis and write a
decision and reasoning response for each pole, matching each to the rhetorical posture characteristic of that pole (e.g.,
appeals to norms and obligations for Conservation, appeals to personal growth and authenticity for Openness). Second,
we validate whether each response recovers its intended pole before any participant sees it. We plan to label each
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response on (a) which decision it endorsed and (b) which value pole its reasoning appealed to, blind to the intended
labels. A response will be retained only if both labels are correctly recovered. This ensures the manipulation is legible
in the stimulus itself, independent of how any given participant later perceives it, which the split manipulation check at
the end of the interaction (Appendix A.2) measures separately.

A.2 Study Protocol and Interface

The study proceeds in three phases: value profiling (Phase 1), an interaction with the advisor across ten dilemmas
(Phase 2), and the outcome evaluation (Phase 3). Figures 1–3 show the participant-facing interface.

A.3 Phase 1. Value Profiling and Condition Assignment

Participants complete the PVQ-21 Questionnaire [15] (Figure 1), and we project their scores onto the Schwartz axis
underlying each dilemma (Self-Transcendence/Self-Enhancement; Openness/Conservation) to recover their leaning
pole, yielding both the decision they would favor and the pole they would reason from. Each participant is then assigned
to one of three between-subjects conditions: the advisor reaches their decision and appeals to their values; reaches their
decision but appeals to the opposite pole; or appeals to their values but reaches the opposite decision.

Fig. 1. Screenshot of the beginning of Phase 1 of the user study interface. Participants rate how much each PVQ-21 portrait describes
them, which we project onto the relevant Schwartz axis to recover their leaning pole.

A.4 Phase 2 — Interaction with the Advisor

Ten everyday, non-sacrificial dilemmas [17] (five per axis) are drawn from MoReBench [4], each paired with four
pre-authored advisor responses that were validated as described in § A.1 (2 decisions × 2 value frames). Reasoning
styles match the posture appropriate to each pole (norm-citing for Conservation, personal reflection for Openness) so
that frames stay distinguishable rather than blurring into generic justification. Responses are scripted and condition-
assigned rather than generated during the live interaction for controllability. The interaction runs in a chat interface:
the participant’s message is typed out, Agent A appears to think, and its recommendation and reasoning stream in
Manuscript submitted to ACM
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(Figure 2). A two-question comprehension check is implemented per dilemma—what did Agent A recommend, and
what was its main reason.

(a) Introducing the task to the users before entering the chat
screen.

(b) A dilemma with the advisor’s decision, reasoning, and the
two comprehension questions for manipulation check.

Fig. 2. Screenshot of Phase 2 where participants pose 10 situations to Agent A and read its condition-assigned decision and reasoning
before advancing.

A.5 Phase 3 — Outcomes

Phase 3 collects three responses (Figure 3). Trust is measured across facets—competence, integrity, value overlap, and
predictability. Reliance is captured by intention items and a live commit-then-advise decision: participants commit to a
choice on a fresh dilemma, receive Agent A’s condition-consistent advice, and may revise, giving an observed choice
shift rather than a self-report. Delegation willingness is asked at two autonomy levels across six tasks that vary in
whether a decision lands on other people [6] or bears on the user’s own identity [11], from writing an apology to a
friend (the output stands in for the user) to screening job candidates (it lands on a stranger); these are held roughly
constant in perceived subjectivity, which otherwise drives aversion independently [2]. Finally, a split manipulation
check asks whether the advisor recommended the choice the participant would have made and whether it reasoned as
they would; a separate soundness item distinguishes reasoning a participant disagrees with from reasoning they judge
incompetent, a distinction the backfire effect in Landes et al. [10] makes essential.
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(a) Trust facets. (b) Uptake / acting on advice. (c) Delegation, two autonomy levels.

Fig. 3. Screenshot of Phase 3 where a participant answers questions about trust facets, behavioral uptake, and delegation willingness
across tasks regarding the Agent A they have been "getting to know".
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