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Where Al contributes to a multi-stage creative workflow such as Design Thinking (DT)—and where human judgment must lead—
remains unclear. We present AX-DT, a multi-agent system spanning the five DT stages: role-specialized agents draft artifacts, an
orchestration layer forwards user-approved versions across stages, and users author every final artifact. In an exploratory controlled
comparison (n = 12) with an analog workflow, AX-DT shortened the first four stages by 46.2% and raised expert-rated artifact
quality—but unevenly: gains concentrated on structured prototype artifacts, shrank for idea creativity, and reversed for interpreting

users’ emotional states, a preliminary sketch of stage-level human-AI complementarity in creative workflows.

Additional Key Words and Phrases: Design Thinking, Multi-Agent Systems, Human-AI Collaboration, Hybrid Intelligence

1 Introduction

Design Thinking (DT) structures human-centered problem-solving into five stages—Empathy, Define, Ideate, Prototype,
and Test—each producing artifacts the next stage takes up [5, 6]. Al support for DT has mostly targeted single stages—
persona generation [9], group ideation [2], multi-agent ideation [7]—while fuller-pipeline work has removed humans
from the loop [10] or lacked a working system [3]. How augmentation operates across the connected sequence, with
humans in control of each artifact, has not been well examined.

For hybrid human-AI systems, the question is not only whether Al improves a creative workflow but where the
improvement lies. This poster offers two elements: (1) AX-DT, a working human-in-the-loop multi-agent system
spanning the DT sequence, and (2) exploratory observations (n = 12) that augmentation forms a gradient, from large

gains on structured artifact production down to a reversal on interpretive work.

2 The AX:DT System

AX-DT is built on our organization’s enterprise generative-Al service platform. It pairs each DT stage with a role-
specialized agent running on gpt-oss-120b, an open-weight LLM: the Empathy Agent drafts structured personas from
the user’s problem framing; the Define Agent extracts and prioritizes pain points from the persona and participant-
authored journey map; the Ideate Agent proposes candidate solutions across domain perspectives; the Prototype
Agent composes a screen-level specification of the participant’s designed solution, rendered into visual mockups via
Readdy Al a generative Ul-prototyping service; and the Test Agent synthesizes simulated user feedback on a given
prototype.

An orchestration layer on Llama 3.3 70B forwards each stage’s user-approved, edited output—not the agent’s raw
draft—as structured, schema-preserving input to the next stage, so later agents reference earlier artifacts field by field

(e.g., a persona’s attribute fields remain addressable when the Define Agent extracts pain points). Users, not agents,
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Fig. 1. Rubric item means by condition (5-point scale): the two largest gains, an intermediate case, and the only reversal among the
20 items.

author each worksheet, reviewing, editing, rejecting, and re-requesting agent output; the system never autonomously

produces final artifacts (workflow diagram and implementation details in supplementary material).

3 Preliminary Study and Results

We ran an exploratory between-subjects study with twelve enterprise employees (product, service, or business planning;
3+ years’ experience), randomly assigned to AX-DT or to analog tools—paper worksheets, sticky notes, and whiteboards
(n = 6 each). All addressed the same task (an internal workplace collaboration problem) through identical worksheets;
conditions differed in agent-output availability and, inseparably, in medium (digital versus analog). The comparison
covered the first four stages (the Test stage lacks an analog counterpart within a workshop). A time-keeper recorded
per-stage duration at the session level. Three domain experts independently rated artifacts on a 20-item rubric of 5-point
items (100-point maximum; supplementary material), averaged across raters, ICC(2,3) = 0.82, 95% CI [0.61, 0.94] [4];
raters were not blinded to condition.

Workflow-level effects. The AX:DT group completed the four stages in 2 hours 27 minutes versus 4 hours
33 minutes—a 46.2% reduction at the session level—and averaged 50.6 versus 38.8 on the 100-point rubric. With n = 6
per condition, these are descriptive rather than population-level estimates.

A gradient across quality. Among the 20 items we highlight the two largest gains, an intermediate case, and the
only reversal (Figure 1): 4.8 versus 2.1 on prototype completeness, 4.7 versus 2.0 on reproducibility, 3.9 versus 3.2 on

idea creativity and diversity—and 2.2 versus 4.0, reversed, on interpreting users’ emotional and psychological states.

4 Discussion and Future Work

For an Al-augmented creative workflow, augmentation is a gradient, not a uniform boost. Structured artifacts—attribute
schemas, specification-like worksheets, visual mockups—align with what generative models produce reliably, and this
is where AX-DT helped most. The lone reversal, read cautiously at this sample size, is consistent with accounts of
hybrid intelligence that reserve interpretive judgment for people [1]: parts of a connected workflow reward delegation
to agents; other parts may remain human-led.

The next version will therefore switch each agent’s mode by stage—drafting where outputs are specification-like,
scaffolding the participant’s own input on interpretation-heavy stages [8] —with the orchestration layer carrying the
per-stage mode policy. Limitations (exploratory sample, session-level timing, unblinded raters, medium confound, no

interaction logs) motivate a larger blinded study with a no-AI digital control, interaction logging, and the Test stage.
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