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Whether Al-generated research artifacts strengthen a team’s collective sensemaking depends on more than their fidelity: people must
be able to steer what the Al produces, and the outputs must be credible enough to circulate beyond who generated them. Five UX
practitioners in one industry organization used a staged synthetic interview tool with three human-in-the-loop checkpoints and
reflected on how they would position and share its outputs. Sharing declined with audience distance, and although reviewing built
trust, four of five avoided editing, citing uncertainty about how edits would propagate. We discuss edit-propagation previews and

audience-matched artifact forms as conditions for Al outputs to reach collective sensemaking.
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1 Introduction

Large language models can answer interview questions in the voice of a plausible user, and teams with constrained user
access [11] use synthetic interviews to explore directions before primary research [7, 10]. Most evaluations ask whether
the outputs are accurate enough [1], or how an individual perceives a finished result [4, 8]. But an artifact matters
through what a group does with it, and for an Al-generated one to contribute to that collective process, two conditions
must hold. Humans in the loop must be able to steer what the Al produces, so it reflects hybrid rather than purely
machine judgment [5]. And it must be credible enough to circulate across the team boundaries where sensemaking
happens [13].

We examine both with a synthetic interview tool that exposes every intermediate output for review and editing at
three checkpoints. Five UX practitioners in one industry organization worked the full pipeline on topics from their own
domains and reflected on how they would position and share the outputs; both conditions proved fragile. An artifact
must be steered and judged shareable before a group can make sense of it, so we study both preconditions at the point
of handoff. This paper contributes a formative account of where steering and anticipated circulation stall upstream of

collective use, and design directions for synthetic artifacts to cross into a team’s sensemaking.

2 The Staged Synthetic Interview Tool

The tool generates personas and questions from a short brief, runs an Al-to-Al interview with each, and produces
a structured summary. The interface follows three principles: staged generation that exposes intermediate outputs
and how each result was derived [12]; approve-or-edit checkpoints at persona review, interview guide, and analysis
plan [15]; and a consistent output format that non-researcher roles can read [6].

These principles create a dependency the researcher cannot see: an edited persona changes the interview, a question
the transcript, a plan the summary, yet the interface shows each stage’s output and not how later stages depend on it

(workflow diagram and per-step interfaces in the supplementary material).
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3  Method

We ran a single-session study with five UX practitioners from one customer-experience team in a B2B organization,
each in a distinct product domain. All ran user interviews and used Al daily; one (P5) had used a similar tool.

In each 60-minute session, participants worked the full workflow on a topic from their own domain, thinking aloud,
then a semi-structured interview anchored in past team situations. Participants also rated sharing intent, trust, and
ownership on 7-point scales, used only to illustrate variation.

Participants gave informed consent, and transcripts were de-identified before analysis. Two authors analyzed the
transcripts with reflexive thematic analysis [2, 3], resolving disagreements against the transcripts. The authors built the
tool, work in the participants’ organization, and recruited via internal snowball sampling — a positionality that may

have inflated ratings and shaped selection and interpretation.

4 Findings

All five treated the tool as an exploration aid — but since we framed it that way, we report this as context, not a finding.

Anticipated circulation stalled at social boundaries. All five were most willing to share with immediate teammates,
less as the audience grew distant — vertically toward leadership, horizontally toward adjacent functions. To three
participants, the output nearby felt like “looking at something a competent colleague had put together” (P2). Credibility

drove reluctance: P1 expected saying “we had Als talk to each other and this is what came out” would lower confidence.

Review built trust; steering did not follow. Participants attributed their trust to reviewing intermediate outputs and
tracing summary claims to their sources (three of five at ceiling): P4 noted that if the summary “appeared without any
intermediate steps, I would have no way of knowing what context it came from.” Yet editing did not follow: four of five left
the outputs largely unedited, unsure how a change would carry downstream: “am I just going to mess up what the Al has
set up?” (P3). The sole editor (P4) was new to such tools; the only experienced participant (P5) did not edit. Ownership

stayed low (one of five above midpoint), tied to hands-on work: “since the Al is doing it, it doesn’t feel like mine” (P4).

5 Discussion

Human-in-the-loop design assumes the ability to edit keeps human judgment in the pipeline, yet participants at
three checkpoints mostly declined it — not from disengagement, since they reviewed closely, but from uncertainty
about how an edit would propagate. Unlike the interpersonal opacity of not seeing a collaborator’s prompts [14], this
edit-propagation opacity is intra-workflow: it converts intended complementarity — Al generates, humans steer —
into ratification of machine output. This restraint is hard to separate from automation deference, first-use caution, or
appropriate reliance. Previewing what an edit would change downstream could tease these apart, making steering
visible. The same provenance that review made legible — “we had Als talk to each other” — was not expected to survive
the crossing to distant audiences, pointing toward boundary-negotiating artifacts [9] whose form and framing match
the audience. These readings rest on anticipated use by five practitioners in one organization; whether previews change

editing, and whether the gradient holds in situated groups, are questions for field study.

Disclosure of LLM Use. NotebookLM, constrained to retrieved transcript passages, supported initial theme exploration;

all themes were verified against the transcripts. Other LLM use was limited to editing the authors’ own text.

Funding. This work was supported by the CX Intelligence Service for External Business project (GTC-26000907-A0-01).



Trusted but Untouched: Synthetic Interviews and Collective Sensemaking 3

References

(1]

[13]

[14]

[15]

James Bisbee, Joshua D Clinton, Cassy Dorff, Brenton Kenkel, and Jennifer M Larson. 2024. Synthetic replacements for human survey data? The
perils of large language models. Political Analysis 32, 4 (2024), 401-416.

Virginia Braun and Victoria Clarke. 2006. Using thematic analysis in psychology. Qualitative research in psychology 3, 2 (2006), 77-101.

Virginia Braun and Victoria Clarke. 2019. Reflecting on reflexive thematic analysis. Qualitative research in sport, exercise and health 11, 4 (2019),
589-597.

Paluck Deep, Monica Bharadhidasan, and A Baki Kocaballi. 2025. “She was useful, but a bit too optimistic”: Augmenting Design with Interactive
Virtual Personas. International Journal of Human-Computer Studies 205 (2025), 103646.

Dominik Dellermann, Philipp Ebel, Matthias Sollner, and Jan Marco Leimeister. 2019. Hybrid Intelligence. Business & Information Systems Engineering
61,5 (2019), 637-643. doi:10.1007/s12599-019-00595-2

KJ Kevin Feng, Tony W Li, and Amy X Zhang. 2023. Understanding collaborative practices and tools of professional UX practitioners in software
organizations. In Proceedings of the 2023 CHI Conference on Human Factors in Computing Systems. 1-20.

John J Horton, Apostolos Filippas, and Benjamin S Manning. 2023. Large language models as simulated economic agents: What can we learn from
homo silicus? Technical Report. National Bureau of Economic Research.

Shivani Kapania, William Agnew, Motahhare Eslami, Hoda Heidari, and Sarah E Fox. 2025. Simulacrum of stories: Examining large language models
as qualitative research participants. In Proceedings of the 2025 CHI Conference on Human Factors in Computing Systems. 1-17.

Charlotte P Lee. 2007. Boundary negotiating artifacts: Unbinding the routine of boundary objects and embracing chaos in collaborative work.
Computer Supported Cooperative Work (CSCW) 16, 3 (2007), 307-339.

Joon Sung Park, Carolyn Q Zou, Aaron Shaw, Benjamin Mako Hill, Carrie Cai, Meredith Ringel Morris, Robb Willer, Percy Liang, and Michael S
Bernstein. 2024. Generative agent simulations of 1,000 people. arXiv preprint arXiv:2411.10109 (2024).

Jos Thalen and Mascha van der Voort. 2014. Virtual personas: a case study on truck cabin design. In International Conference of Design, User
Experience, and Usability. Springer, 357-368.

Helena Vasconcelos, Matthew Jorke, Madeleine Grunde-McLaughlin, Tobias Gerstenberg, Michael S Bernstein, and Ranjay Krishna. 2023. Explana-
tions can reduce overreliance on ai systems during decision-making. Proceedings of the ACM on Human-Computer Interaction 7, CSCW1 (2023),
1-38.

Karl E. Weick, Kathleen M. Sutcliffe, and David Obstfeld. 2005. Organizing and the Process of Sensemaking. Organization Science 16, 4 (2005),
409-421. doi:10.1287/0rsc.1050.0133

Qing Xiao, Qing Hu, Jingjia Xiao, Hancheng Cao, and Hong Shen. 2026. Can GenAI Move from Individual Use to Collaborative Work? Experiences,
Challenges, and Opportunities of Coordinating GenAl into Collaborative Newswork. In Proceedings of the 2026 CHI Conference on Human Factors in
Computing Systems. 1-22.

Shuning Zhang, Hui Wang, and Xin Yi. 2025. Exploring collaboration patterns and strategies in human-ai co-creation through the lens of agency: A
scoping review of the top-tier hci literature. Proceedings of the ACM on Human-Computer Interaction 9, 7 (2025), 1-43.


https://doi.org/10.1007/s12599-019-00595-2
https://doi.org/10.1287/orsc.1050.0133

	Abstract
	1 Introduction
	2 The Staged Synthetic Interview Tool
	3 Method
	4 Findings
	5 Discussion
	References

