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We explore leveraging multi-agent debate (MAD) for human-AI decision-making. Through a user study on a LLM-response error-
detection task, we find that MAD can outperform single-Al assistance and single-round interaction when users actively participate in

the debate, while forcing diversity in Als’ answers could hurt task performance.
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1 Introduction

Human-AlI decision-making is a paradigm where Al acts as decision-support while humans make their final decision,
seeing application to various high-stake domains [3, 5, 14, 16, 28, 52, 55]. However, existing work had primarily used
a single Al as decision-support [1, 2, 9, 13, 15, 26, 27, 36-38, 42, 48], while the potential of multiple Als for human-
AlI decision-making remains underexplored. A promising line of work in large language model (LLMs) research is
multi-agent debate (MAD), where multiple LLMs engage in debate or discussion. By facilitating diverse viewpoints
[4], divergent thinking [30], and collaborative reasoning [6, 17, 19, 32, 54], MAD shows potential in NLP benchmarks
[4,6,7,17-19, 22, 29-32, 39, 41, 44, 46, 53, 54, 57] and in various domains [8, 11, 12, 20, 21, 24, 25, 33-35, 40, 45, 49, 50].

To explore the potential of multiple Als for human-AI decision-making, our work investigates whether MAD could
improve human-Al decision-making, with two research questions in mind. RQ1: Can MAD outperform single-Al assistance
and single-round interaction? We compare against the chosen methods because they are the most common methods in
human-AI decision-making work; they also match common baselines in MAD literature, which use single-LLM and
majority vote methods [10, 43, 47, 51, 53, 56]. RQ2: What are the effects of human’s role and AIs’ diversity type in MAD?
This RQ is motivated by the variety of LLM composition setup in MAD literature, where LLMs could be assigned with
diverse answers, personas, reasoning strategies, response styles, etc. Thus, we study different LLM diversity setups as
well as the effect of humans’ active participation in MAD. Through a human subject experiment, we find that MAD
can outperform single-Al assistance and single-round interaction when users actively participate in the debate, while

forcing diversity in Als’ answers could hurt task performance.
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2 Tian and Yin
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(a) RQ1: comparing base (no diversity) MAD treatments conditions with (b) RQ2: effects of humans’ role and Als’ diver-
control conditions. sity type.

Fig. 1. Accuracy: users’ final accuracy after Al assistance. Central points are estimated marginal means from a binomial GLMM;
error bars are 95% ClI; scattered dots are participants’ actual measurements (see Appendix C for details on analysis method).

2 User Study

We use LLM-response error-detection as our task with the ReaLMistake dataset [23], which contains 140 LLM input-
response pairs where the responses may contain errors. We recruited 421 participants from Prolific, resulting in around
50 participants per condition (8 conditions in total). See Appendix A for details about our user study.

Experiment Conditions: In our MAD setup, we use 2 LLMs and T = 3 rounds of debate (see Appendix B for MAD
setup details). Then, we design our experiment conditions according to our research questions. First, our main treatment
conditions are MAD-Passive and MAD-Active. In MAD-Passive, users review a debate transcript between the LLMs and
cannot discuss with LLMs; in MAD-Active, users actively participate in debate by discussing with LLMs, typing one
message each round. To answer RQ1, we use two control conditions, Chatbot and Static. Chatbot has the same setup as
MAD-Active but users discuss with a single LLM, thus controlling the effect of multiple-vs-single Al In Static, users
review a single round of 2 LLM responses and do not engage in discussion, i.e., a single-round version of MAD-Passive;
this isolates the effect of multi-round discussion. For RQ2, we explore the effect of human’s role and Als’ diversity
in MAD with a 2 X 3 design. Humans’ role is controlled by whether the user actively participates in MAD through
MAD-Passive and MAD-Active. Then, we study different types of Al diversity in MAD with three conditions, Base (no
diversity), Persona, and DA (devil’s advocate). To promote diversity in response styles, the Persona condition assigns
the 2 LLMs with LLM-generated, task-dependent personas. To promote diversity in the Als” answers, the DA condition

assigns one LLM the devil’s advocate persona, who always argues against the other LLM.

3 Results

We show main results on user accuracy in Fig. 1, with additional results in Appendix D. Fig. 1a shows that MAD-Active,
but not MAD-Passive, outperforms both Chatbot and Static. For RQ1, this implies that MAD can outperform single-Al
assistance and single-round interaction, but only if humans actively participate in the debate. Fig. 1b shows results on
the effects of human’s role and Als’ diversity. We see significant effects for both variables: MAD-Active outperforms
MAD-Passive regardless of diversity type, while DA performed worst out of the three diversity setups. For RQ2, this
implies that forcing LLMs’ answer diversity could hurt task performance.
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