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We demonstrate an interactive testbed that models agile software teams as a collective-intelligence (CI) process across
sprints. Collective intelligence—collective memory, shared attention, shared reasoning, social sensitivity, participation
balance—is only weakly predicted by individual skill [3, 8], yet it drives how teams plan, allocate, and adapt. Our
tool makes these subconstructs adjustable levers: a researcher moves them, together with AI decision support and its
trust calibration, and watches velocity, defect rate, decision quality, and team effectiveness respond sprint by sprint.
Every weight and formula is externalized, so the demonstration invites attendees to interrogate assumptions rather
than trust a black box.
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1 Why Collective Intelligence, Briefly

Agile teamwork is a repeated collective decision process: planning, allocating work against expertise, co-
ordinating dependencies, and learning from retrospectives. The Agile Manifesto located performance in
“individuals and interactions over processes and tools” [1], and CI research shows that group performance
emerges from shared cognitive and social processes rather than individual ability [4, 8]. Scrum effectiveness

models point to the same emergent factors [5, 6]. The demonstration makes that process manipulable.
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2 Arslan Sultan and Juan Garbajosa
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SIMULATION ENGINE — per-sprint loop simulation.py !
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Sprint cycle (X N): select tasks — coordination need — allocate — aggregate CI and decision quality — completion, de-
fects, rework — update trust and CI
team.py - tasks.py - ai_support.py - metrics.py

CONFIGURATION — externalized, versioned config/weights.yaml
CI weights - effectiveness weights - diversity penalties - model_version

Fig. 1. Tool architecture; every weight is externalized and versioned.

2 The System

The testbed is a modular Python application with a Streamlit front end, organized in four layers (Figure 1):
parameter controls and result views; orchestration for single runs, Monte Carlo replication, and sensitivity
sweeps; a simulation engine running the per-sprint loop; and externalized configuration holding every weight
in versioned YAML.

Each sprint is a transparent loop in simulation.py: select tasks under capacity and priority; compute
coordination need from task-type profiles (feature, bug, refactor, spike); allocate with the Al assistant or a
heuristic baseline; aggregate CI and decision quality; simulate completion, defects, and rework; then update
trust and CI dimensions. Roles, sprint-phase modifiers, and dependencies sit on top, and effectiveness is
scored three ways—task output, team viability, member sustainability—since agile success is not velocity
alone [2, 7]. It launches with streamlit run app.py and calls no external services. It is a conceptual
prototype, not a calibrated predictive model: weights are transparent assumptions, not coefficients estimated

from Scrum datasets.

3 Interaction and Audience Engagement

The interface is a control sidebar plus four tabs; screenshots are supplemental material. The sidebar offers
presets and roughly twenty sliders spanning team composition, task mix, CI dimensions, and human—AI
settings; a fixed seed makes any run reproducible. Single Run contrasts with-Al and without-Al on the same
team and backlog. Monte Carlo reports means and 95% confidence intervals over N replications, comparing
by distribution rather than one lucky seed. Sensitivity sweeps one parameter; Assumptions displays every
formula and weight in-app.

Attendees drive the tool along a guided eight-to-ten-minute path. A baseline runs the same team and
backlog with only the AI assistant differing. CI drives outcomes: moving collective memory, attention,
and reasoning shifts decision quality and defects without touching the Al Task type matters: feature-
and spike-heavy backlogs behave differently. AI is not magic: dropping reliability while trust stays high
raises defects and lowers calibration.

Manuscript submitted to ACM



Collective Intelligence Simulator: An Interactive Testbed for Studying Team Decisions Across Agile
Sprints 3

Acknowledgments. A large language model was used solely to check spelling and grammar, not to generate

content; all ideas, the model design, and the experiments are the authors’ own.

References

[1] Kent Beck, Mike Beedle, Arie van Bennekum, Alistair Cockburn, Ward Cunningham, Martin Fowler, James Grenning,

Jim Highsmith, Andrew Hunt, Ron Jeffries, Jon Kern, Brian Marick, Robert C. Martin, Steve Mellor, Ken Schwaber,
Jeff Sutherland, and Dave Thomas. 2001. Manifesto for Agile Software Development. https://agilemanifesto.org.

J. Richard Hackman. 1987. The Design of Work Teams. In Handbook of Organizational Behavior, Jay W. Lorsch (Ed.).
Prentice-Hall, Englewood Cliffs, NJ, 315-342.

Erik Kommol, Christoph Riedl, and Anita Woolley. 2025. The Structure of Collective Intelligence: Evidence for Collective
Memory, Attention, and Reasoning. OSF Preprints. doi:10.31234 /osf.io/4sqfx

Christoph Riedl, Young Ji Kim, Pranav Gupta, Thomas W. Malone, and Anita Williams Woolley. 2021. Quantifying
Collective Intelligence in Human Groups. Proceedings of the National Academy of Sciences 118, 21 (2021), e2005737118.
d0i:10.1073/pnas.2005737118

Diane Strode, Torgeir Dingsgyr, and Yngve Lindsjgrn. 2022. A Teamwork Effectiveness Model for Agile Software Devel-
opment. Empirical Software Engineering 27, 2 (2022), 56. doi:10.1007/s10664-021-10115-0

Christiaan Verwijs and Daniel Russo. 2023. A Theory of Scrum Team Effectiveness. ACM Transactions on Software
Engineering and Methodology 32, 3, Article 74 (2023), 51 pages. doi:10.1145/3571849

Ruth Wageman, J. Richard Hackman, and Erin Lehman. 2005. Team Diagnostic Survey: Development of an Instrument.
The Journal of Applied Behavioral Science 41, 4 (2005), 373-398. doi:10.1177/0021886305281984

Anita Williams Woolley, Christopher F. Chabris, Alex Pentland, Nada Hashmi, and Thomas W. Malone. 2010. Evidence
for a Collective Intelligence Factor in the Performance of Human Groups. Science 330, 6004 (2010), 686-688. doi:10.
1126/science.1193147

Manuscript submitted to ACM


https://agilemanifesto.org
https://doi.org/10.31234/osf.io/4sqfx
https://doi.org/10.1073/pnas.2005737118
https://doi.org/10.1007/s10664-021-10115-0
https://doi.org/10.1145/3571849
https://doi.org/10.1177/0021886305281984
https://doi.org/10.1126/science.1193147
https://doi.org/10.1126/science.1193147

	Abstract
	1 Why Collective Intelligence, Briefly
	2 The System
	3 Interaction and Audience Engagement
	References

