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AI tools improve knowledge work across domains, but their effects
vary sharply across tasks. Management consultants using GPT-4
outperformed on creative tasks but underperformed on analytical
ones, a pattern termed the jagged frontier [1]. Similar asymme-
tries appear in customer service, writing, and advertising [4]. The
jagged frontier has become a central organizing concept for how
organizations evaluate AI, and it carries a clear implication, that
performance gaps reflect what AI can and cannot do, so closing
them requires better models.

For collective intelligence, the question is whether this account is
complete. A human-AI dyad is a small collective whose performance
depends on coordination, delegation, and tool use, not on the AI’s
capability alone. Formal models show that users who cannot judge
where AI helps adopt or reject it wholesale, producing a frontier
shaped by calibration rather than capability [2], but this prediction
has not been tested empirically. Users abandon algorithmic tools af-
ter observing small errors, prefer algorithms for tasks they perceive
as objective, and calibrate to surface signals rather than underlying
capability. In agentic settings where AI can both communicate and
act in a shared workspace, users must calibrate to multiple channels
simultaneously, and miscalibration on any channel could produce
performance gaps that look technological but are behavioral in
origin. If the frontier reflects how people collaborate with AI rather
than what AI can do, organizations investing in better models are
targeting the wrong bottleneck, and platform designers are leaving
collective performance gains on the table.

We study this question in advertising design, a multimodal cre-
ative task that requires both text and images within a single col-
laborative session. This setting enables within-task comparison on
distinct quality dimensions without confounding differences in task
context or participant pool, and quality ratings can be validated
through real-world field performance. We test whether asymmetric
delegation and iteration explain the within-task jagged frontier
across text and image quality.

The behavioral origins of the jagged frontier pose empirical chal-
lenges. Delegation and iteration are endogenous to the collabora-
tion, so observed associations could reflect unmeasured team-level
engagement rather than causal mechanisms. Mediation analysis re-
quires sequential ignorability, an untestable assumption.We address
these challenges through experimental randomization, multiple
identification strategies with different assumptions, and sensitivity
analysis.

We conducted a preregistered experiment on a real-time human-
AI collaboration platform [4]. A total of 2,234 U.S.-representative
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participants were randomly assigned to create display ads with
either a human partner or an AI agent (GPT-4o with DALL-E 3).
Both conditions used the same Pairit workspace and DALL-E 3,
where both partners could send messages, edit copy, and browse
images. In human-human teams, both members could trigger image
generation, whereas the AI agent could communicate, edit copy,
and select images but could not trigger DALL-E generation. Inde-
pendent raters (𝑁 = 1,200) evaluated each ad on text quality, image
quality, and click likelihood using 7-point Likert scales (at least 3
ratings per ad). We validated these ratings through a preregistered
field experiment delivering 4.9 million impressions on X (formerly
Twitter).

To decompose the treatment effects, we used product-of-coefficients
mediation [3] with two mediators: delegation, defined as the part-
ner’s share of writing copy and prompts from character-level edit
logs; and iteration count, defined as the total candidate images gen-
erated via DALL-E, independent of who wrote the prompts. We
classified all 182,607 chat messages by modality and actionability
using a validated LLM labeler (Cohen’s 𝜅 = 0.83 for modality, 0.74
for actionability) to trace the source of delegation asymmetries. We
complemented mediation with natural comparisons that do not
rely on sequential ignorability, comparing human-AI teams against
human-human teams matched on the number of active generators.
Sensitivity analysis assessed how large an unmeasured confounder
would need to be to overturn the indirect effects.

We find that AI helps and hurts within the same task. Human-
AI teams produced significantly higher-quality text (𝛽 = 0.327,
𝑝 < 0.001) but significantly lower-quality images (𝛽 = −0.134,
𝑝 < 0.001), confirming a jagged frontier within a single collabora-
tive session (Figure 1A). The field experiment validated that these
quality dimensions have distinct real-world consequences. Higher
image quality reduced cost-per-click, while higher text quality in-
creased click-through rates.

Two behavioral mechanisms account for the full image quality
deficit. Participants delegated asymmetrically, increasing text dele-
gation when working with AI (𝑎 = 0.312, 𝑝 < 0.001) but decreasing
image delegation (𝑎 = −0.148, 𝑝 < 0.001), even though delegation
predicted equal quality gains across modalities (𝑏 ≈ 0.32). This
asymmetry traces to how the AI communicated rather than what it
could do. The AI’s text messages contained directly usable content
42.9% of the time, compared to 1.0% for images. Participants cali-
brated to the communication channel rather than to underlying AI
capability. Iteration matters independently of delegation. Human-
human teams generated nearly twice as many candidate images
(9.0 vs. 4.7), and image quality tracked generation count. The iter-
ation gap partly reflects a design constraint: in human-AI teams,
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𝑎1 = −0.148∗∗∗

𝑎2 = −0.712∗∗∗

𝑏1 = 0.250∗∗∗

𝑏2 = 0.144∗∗∗

𝑐′′ = 0.005

Delegation: 27%
Iteration: 76%
Direct: 4%

(b)

Figure 1: A: Treatment effects on ad quality (𝑁 = 2,066).
Human-AI teams produced higher-quality text but lower-
quality images. Error bars show 95% CIs. B: Parallel media-
tion of the image quality deficit through delegation (27%) and
iteration (76%). The residual direct effect is indistinguishable
from zero (𝑐′′ = 0.005, ns). ∗𝑝 < 0.05; ∗∗𝑝 < 0.01; ∗∗∗𝑝 < 0.001.

only the human could trigger image generation, which halved the
collective’s effective number of generators.

In a parallel mediation model, delegation accounts for 27% of the
total effect and iteration accounts for 76% (overlapping by 8%; Fig-
ure 1B). After accounting for delegation and iteration, the residual
direct effect is statistically indistinguishable from zero (𝑐′′ = 0.005,
95% CI [−0.057, 0.068], 𝑝 = 0.883). Natural comparisons corroborate
this result, as human-AI teams are statistically indistinguishable
from human-human teams where only one member generated im-
ages (𝑝 = 0.145). Temporal analysis shows that image delegation
rose steadily over the session, suggesting that the delegation gap is
malleable, while the iteration gap persisted throughout.

The jagged frontier in multimodal collaboration reflects team be-
havior rather than a residual capability deficit, though capabilities
vary across tasks. Platform designers can address two behavioral

bottlenecks. First, because users tracked the AI’s surface communi-
cation rather than its underlying capability, interfaces that signal
where the AI is competent, and where it is not, could reallocate
delegation toward modalities the AI handles well. Second, tools that
permit either partner to iterate restore the collective’s full search
capacity. Because we study crowd workers, text delegation gains
may not generalize to professional designers. Organizations that
prioritize capability alone pursue incorrect interventions and must
instead design for the collaboration.
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