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LLM personas are increasingly used to shape the tone, style, and social behavior of conversational Al, but persona design offers no
way to specify how strongly a trait should come through. PersonaSmith refines structured, human-readable persona profiles against
situational personality feedback and retains the full optimization trajectory. Because every intermediate profile is itself a complete
persona, a designer can state a target strength and retrieve the closest match. We report how the trajectory behaves across the Big

Five, and what that implies for which traits admit a usable range of intensities and which do not.

1 The Problem: Persona Design Has No Intensity Control

Building a conversational agent with a consistent personality remains largely manual: the designer writes a persona
description, inspects outputs, and revises until the responses feel right [8, 9]. Existing work solves parts of this. Structured
persona profiles let a designer name the trait they want [10]; psychometric benchmarks let them check whether the
model expressed it [4, 5]; black-box prompt optimizers search for effective prompts automatically [1, 3, 12], but they
return a single opaque string and discard the rest of the search. That discarded trajectory is informative: the search
passes through the persona at many intensities before settling. Retaining it lets a designer name a target intensity and
take the closest-scoring profile, making intensity an explicit choice rather than an artifact of where the search stopped.
This imposes two requirements: every intermediate profile must be readable and deployable, and the score must be

stable enough to index by.

2 Approach

PersonaSmith represents a persona as a small set of named, human-readable fields: career, values, hobbies, and behavioral
tendencies. Because the optimizer only ever rewrites these fields, every point in the search is a profile a designer can
read. A designer can also lock individual fields and let the optimizer revise only the rest. The search proceeds as follows.
Given a target trait and an initial profile, an optimizer LLM proposes k candidate profiles. Each candidate is used as the
target model’s prompt, and the model is scored on situational items drawn from TRAIT [5], where each item presents a
scenario and four action choices, two of which express the target trait. We extend each item with a meaning-preserving
paraphrase and count it only when the model selects a trait-expressing option under both wordings; a profile is thus
credited only for traits it expresses stably across rephrasings. The highest-scoring candidates are returned to the
optimizer as examples for the next round [11]. We retain the complete sequence of scored profiles, so a designer can
specify a desired score and receive the closest profile for inspection and further editing. Because the score credits only

stable expression, it is a reliable index into that sequence.
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Fig. 1. Trait score across optimization steps for all five traits. Step 0 is the model with no persona prompt; each later point is the
mean over the k = 8 candidate profiles generated at that step.

3 What the Trajectory Looks Like

We calibrate profiles on Llama-3.1-8B-Instruct [2], using the same model as both optimizer and target, over up to 25
optimization steps with k = 8 candidates per step. Agreeableness and Conscientiousness were stopped at 15, as their
scores had already plateaued. The traits fall into two patterns, shown in Figure 1. For Openness, Extraversion, and
Neuroticism, scores climb over the course of the run. Extraversion is representative: profiles average 0.53 in the first
third of the run, 0.65 in the middle, and 0.74 in the last, so a designer retrieving from different regions gets recognizably
different intensities. The control is coarse, though. Step-to-step noise exceeds the average per-step gain, so the trajectory
supports a few distinguishable levels rather than a continuous dial. Agreeableness and Conscientiousness behave
differently. Both jump on the very first optimization step, Conscientiousness from 0.68 at step 0 to 0.89 at step 1, and
then stay flat, with the three thirds of the run averaging 0.89, 0.90 and 0.91. There are no intermediate levels to select
from. For these traits, calibration is effectively a binary choice between having a calibrated persona and not having
one, and a request for a moderate level cannot be satisfied from the trajectory at all. The asymmetry is consistent
with Agreeableness and Conscientiousness sitting close to the default disposition of an instruction-tuned model [6, 7],
leaving less headroom to traverse — though our single-model setup cannot separate that from a property of the traits

themselves.

4 Discussion and Open Questions

We have presented a framework for controlling how strongly an LLM expresses a personality trait. For some traits
the level of expression can be adjusted; for others it stays fixed regardless of optimization. It remains unclear whether
this reflects a property of those traits or of how far they sit from a given model’s default persona [6, 7]. If the latter,
the usable range is model-dependent and should be reported alongside any calibrated persona. Our current design
leaves room for improvement in two respects. Retrieval selects the profile with the nearest score, which is a naive
criterion: profiles with identical scores can differ substantially, and the retrieval offers no way to choose between them.
Benchmark scores are also only an automatic proxy for intensity. For real users we cannot ensure that a score of 0.5
is perceived as roughly half as intense as 0.9, and if perceived intensity is nonlinear in the metric, selecting by score
would not reliably produce the intensity a designer intended.

Manuscript submitted to ACM



PersonaSmith: Human-Centered Calibration of LLM Personas through Dynamic Profile Optimization 3

References

(1]

[10]

(1]

[12]

Chrisantha Fernando, Dylan Banarse, Henryk Michalewski, Simon Osindero, and Tim Rocktdschel. 2024. Promptbreeder: self-referential self-
improvement via prompt evolution. In Proceedings of the 41st International Conference on Machine Learning (Vienna, Austria) (ICML 24). JMLR.org,
Article 541, 64 pages.

Aaron Grattafiori, Abhimanyu Dubey, Abhinav Jauhri, Abhinav Pandey, Abhishek Kadian, Ahmad Al-Dahle, Aiesha Letman, Akhil Mathur, Alan
Schelten, Alex Vaughan, et al. 2024. The llama 3 herd of models. arXiv preprint arXiv:2407.21783 (2024).

Qingyan Guo, Rui Wang, Junliang Guo, Bei Li, Kaitao Song, Xu Tan, Guoqing Liu, Jiang Bian, and Yujiu Yang. 2024. Connecting Large Language Models
with Evolutionary Algorithms Yields Powerful Prompt Optimizers. ArXiv abs/2309.08532 (2024). https://api.semanticscholar.org/CorpusID:281387803
Guangyuan Jiang, Manjie Xu, Song-Chun Zhu, Wenjuan Han, Chi Zhang, and Yixin Zhu. 2023. Evaluating and Inducing Personality in Pre-trained
Language Models. In Advances in Neural Information Processing Systems 36: Annual Conference on Neural Information Processing Systems 2023, NeurIPS
2023, New Orleans, LA, USA, December 10 - 16, 2023, Alice Oh, Tristan Naumann, Amir Globerson, Kate Saenko, Moritz Hardt, and Sergey Levine
(Eds.). http://papers.nips.cc/paper_files/paper/2023/hash/21f7b745f73ce0d1f9bcea7f40b1388e- Abstract-Conference html

Seungbeen Lee, Seungwon Lim, Seungju Han, Giyeong Oh, Hyungjoo Chae, Jiwan Chung, Minju Kim, Beong-woo Kwak, Yeonsoo Lee, Dongha Lee,
Jinyoung Yeo, and Youngjae Yu. 2025. Do LLMs Have Distinct and Consistent Personality? TRAIT: Personality Testset designed for LLMs with
Psychometrics. In Findings of the Association for Computational Linguistics: NAACL 2025, Luis Chiruzzo, Alan Ritter, and Lu Wang (Eds.). Association
for Computational Linguistics, Albuquerque, New Mexico, 8412-8452. doi:10.18653/v1/2025.findings-naacl.469

Christina Lu, Jack Gallagher, Jonathan Michala, Kyle Fish, and Jack Lindsey. 2026. The assistant axis: Situating and stabilizing the default persona of
language models. arXiv preprint arXiv:2601.10387 (2026).

Sam Marks, Jack Lindsey, and Christopher Olah. 2026. The Persona Selection Model: Why AI Assistants might Behave like Humans. Anthropic
Alignment Science Blog. https://alignment.anthropic.com/2026/psm/.

Greg Serapio-Garcia, Mustafa Safdari, Clément Crepy, Luning Sun, Stephen Fitz, Peter Romero, Marwa Abdulhai, Aleksandra Faust, and Maja
Matari¢. 2025. Personality Traits in Large Language Models. arXiv:2307.00184 [cs.CL] https://arxiv.org/abs/2307.00184

Aleksandra Sorokovikova, Sharwin Rezagholi, Natalia Fedorova, and Ivan P. Yamshchikov. 2024. LLMs Simulate Big5 Personality Traits: Further
Evidence. In Proceedings of the 1st Workshop on Personalization of Generative Al Systems (PERSONALIZE 2024), Ameet Deshpande, EunJeong Hwang,
Vishvak Murahari, Joon Sung Park, Diyi Yang, Ashish Sabharwal, Karthik Narasimhan, and Ashwin Kalyan (Eds.). Association for Computational
Linguistics, St. Julians, Malta, 83-87. doi:10.18653/v1/2024.personalize-1.7

Noah Wang, Z.y. Peng, Haoran Que, Jiaheng Liu, Wangchunshu Zhou, Yuhan Wu, Hongcheng Guo, Ruitong Gan, Zehao Nj, Jian Yang, Man Zhang,
Zhaoxiang Zhang, Wanli Ouyang, Ke Xu, Wenhao Huang, Jie Fu, and Junran Peng. 2024. RoleLLM: Benchmarking, Eliciting, and Enhancing
Role-Playing Abilities of Large Language Models. In Findings of the Association for Computational Linguistics: ACL 2024, Lun-Wei Ku, Andre Martins,
and Vivek Srikumar (Eds.). Association for Computational Linguistics, Bangkok, Thailand, 14743-14777. doi:10.18653/v1/2024.findings-acl.878
Chengrun Yang, Xuezhi Wang, Yifeng Lu, Hanxiao Liu, Quoc V Le, Denny Zhou, and Xinyun Chen. 2024. Large Language Models as Optimizers. In
International Conference on Learning Representations, B. Kim, Y. Yue, S. Chaudhuri, K. Fragkiadaki, M. Khan, and Y. Sun (Eds.), Vol. 2024. 12028-12068.
https://proceedings.iclr.cc/paper_files/paper/2024/file/3339f19c5fcee3ad74502947a32be9e6-Paper-Conference.pdf

Yongchao Zhou, Andrei Ioan Muresanu, Ziwen Han, Keiran Paster, Silviu Pitis, Harris Chan, and Jimmy Ba. 2022. Large Language Models Are
Human-Level Prompt Engineers. (2022). arXiv:2211.01910 [cs.LG]

Manuscript submitted to ACM


https://api.semanticscholar.org/CorpusID:281387803
http://papers.nips.cc/paper_files/paper/2023/hash/21f7b745f73ce0d1f9bcea7f40b1388e-Abstract-Conference.html
https://doi.org/10.18653/v1/2025.findings-naacl.469
https://alignment.anthropic.com/2026/psm/
https://arxiv.org/abs/2307.00184
https://arxiv.org/abs/2307.00184
https://doi.org/10.18653/v1/2024.personalize-1.7
https://doi.org/10.18653/v1/2024.findings-acl.878
https://proceedings.iclr.cc/paper_files/paper/2024/file/3339f19c5fcee3ad74502947a32be9e6-Paper-Conference.pdf
https://arxiv.org/abs/2211.01910

	Abstract
	1 The Problem: Persona Design Has No Intensity Control
	2 Approach
	3 What the Trajectory Looks Like
	4 Discussion and Open Questions
	References

