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Abstract
As generative and agentic AI mediate search, education, produc-
tivity, companionship, and decision support, trust-and-safety risk
increasingly arises from how systems shape attention, belief forma-
tion, memory, judgment, and agency over many interactions, and
from how they reshape collective sensemaking. We frame cognitive
security as a research agenda for human–AI systems and present the
Cognitive Vulnerability and Mitigation Catalog (CVMC), a struc-
tured schema pairing each AI affordance and cognitive vulnerability
with a candidate mitigation, evaluation metric, burden-and-equity
check, and governance hook, together with a six-axis framework
for measuring cognitive over- and under-reliance.
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1 The gap
Human computation has long studied how the design of a system
shapes the cognition of the people working through it, governing
what they notice, recall, and decide. Generative and agentic AI
now sit inside that loop at scale, embedded in search, education,
productivity, companionship, social feeds, and decision support.
As they do, a class of trust-and-safety risk emerges that the field
lacks a shared way to name, test, and govern. A single model output
can be accurate, compliant, and openly disclosed as AI, and the
risk still lies elsewhere, in how the system shapes attention, belief
formation, memory, judgment, and agency over many interactions.
A tutoring system can raise this week's test score while letting
the student's own reasoning atrophy [1]. A companion can give
correct information while cultivating emotional dependence on the
conversation [2]. A fluent summary can determine what a reader
retains about an event without stating a falsehood. In each case the
system can pass the checks the field currently runs, and the harm
still lands, because none of those checks asks whether the system
left the user's capacity for independent judgment intact.
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We call the integrity of that capacity cognitive security: the
study and mitigation of recurring vulnerabilities in the cognitive
conditions that allow people and groups to reason for themselves [3,
4]. The frame has prior art in security and information-operations
research [5, 6] that we consolidate rather than rename. The term is
meant to sit above misinformation, which it includes, while staying
narrower than a general unease about technology. Its operative
test is whether a system protects or erodes a person's ability to
understand a situation and make a decision they can afterward
recognize as their own. It draws autonomy, manipulation, and over-
reliance into one question that the axes below make testable, and it
scores how a system treats that capacity rather than what a person
ought to believe. The harm worth isolating is covert, adaptive, and
asymmetric influence, the kind that infers a person's vulnerabil-
ities, conceals its objectives, imitates a trusted relationship, and
adapts faster than the person can notice or push back [7]. Schol-
ars of online manipulation have drawn this distinction for years;
what AI changes is the tempo and the intimacy, replacing a mes-
sage dispatched and left to land with an interactive system that
listens, infers, remembers, and revises its approach within a single
conversation [8].

The empirical record now bears this out. Large language mod-
els support personalized persuasion across many recipients [9],
shift positions on policy questions cheaply [10], and in controlled
settings match or exceed human persuasiveness [8]; one trial re-
ported durable, months-long reductions in conspiracy beliefs from
dialogue with AI [11]. Studies of AI-assisted decision-making doc-
ument overreliance even when the AI is wrong [12, 13], and self-
reported survey data link confidence in generative AI to reduced
critical-thinking effort among knowledge workers [14]. Existing
regulatory and industry frameworks gesture at the problem from
several directions, including dark-patterns enforcement, the EU AI
Act's prohibition on manipulative techniques [15], and frontier-lab
evaluations of emotional reliance. Each touches only a slice, and
much cognitive harm never arrives as a single prohibited act. It ac-
cumulates across many interactions, through optimization the user
never sees and through function creep, until dependence deepens by
degrees. The field's problem is therefore operational. It lacks a way
to move from the principle that cognitive integrity matters to the
practice of testing for it, comparing interventions, and connecting
findings to oversight.
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2 An agenda in three questions
Wepresent an emerging cognitive-security agenda organized around
three questions. First, what cognitive capacities should human–
AI systems be expected to protect? We anchor on attention,
belief formation and judgment, memory and provenance, learning
and skill, and agency, each essential to human flourishing [16].
Second, what repeatable vulnerability patterns recur across
AI-mediated environments?We group them by the capacity they
target: attention (epistemic flooding [17], attentional capture); belief
formation and judgment (fluency overtrust [18, 19], authority trans-
fer [20, 21], personalized persuasion); memory and provenance
(context collapse [22], source confusion [23], memory external-
ization); learning (answer substitution, skill atrophy); and agency
(automation deference [13], emotional dependency [24], agentic
misalignment [25]). Each label is our working name for a group
of well-documented mechanisms. Third, what institutional in-
frastructure lets organizations review, test, and govern these
risks, from product review and red teaming to incident re-
porting, researcher access, audit checklists, and standards
[15, 26, 27, 28, 29, 30]?

3 The contribution: the CVMC
The Cognitive Vulnerability and Mitigation Catalog (CVMC)
turns this agenda from principle into practice. Version 0.1 exists
today, a ten-pattern enumeration distilled from a prior CSTF re-
port [31], three of them developed into the worked entries below.
The CVMC borrows the structured-enumeration logic that soft-
ware security uses in CWE, CVE, and CAPEC [32] and applies it to
human–AI cognition. Because cognitive vulnerabilities are more
context-dependent than software defects, each entry also records
its evidence level and applicable contexts. Harms become tractable
once they have stable identifiers and a shared structure for describ-
ing and evaluating them. Each entry is a small contract between
an AI affordance and a response, and every entry must populate
the same eight fields: (1) the AI affordance that opens the risk
surface; (2) the cognitive capacity it threatens; (3) the failure
pattern it produces in deployment; (4) the candidate interven-
tion (often a frictional protocol [33, 34, 35] that restores a moment
of reflection); (5) complementary non-friction safeguards; (6)
an evaluation metric; (7) a burden-and-equity check on who
bears the cost; and (8) a governance hook that ties the entry to
an impact assessment, procurement requirement, or audit.

Fields 7 and 8 are what separate a catalog from a list of grievances.
Friction can be performative, exclusionary, or paternalistic, so ev-
ery entry must declare how the intervention is tested for unequal
burden and how it connects to oversight and contestability [36].
This is also what distinguishes the CVMC from existing pattern
collections, since each entry must travel from design intent through
measurement to oversight to be admitted.

4 Worked entries
Three CVMC entries illustrate the eight-field schema. Each pairs
an affordance and threatened capacity with a candidate protocol
and the metric/burden/governance fields that make it testable and
auditable.

• Epistemic laundering. Fluent multi-source summaries de-
livered without provenance erase the uncertainty and dis-
agreement behind a claim, so users integrate summarized
claims as if independently verified, displacing source mem-
ory and belief calibration [3, 23]. The protocol, source-first
answers, surfaces each claim with the sources that ground it
and keeps the mapping inspectable before integration. Veri-
fication targets claim-source coherence, because fabricated
or mismatched citations can themselves launder credibility.
It is scored on provenance recall and belief calibration [12,
37], checked for burden on low-literacy, second-language,
and time-pressured users [38], and hooked to provenance
disclosure in health, civic, and legal contexts [39, 40].

• Cognitive offloading in learning.Direct full-solution gen-
eration substitutes answer acquisition for the productive
struggle through which expertise forms [1]. The protocol, a
hint ladder, reveals assistance progressively, lowest helpful
rung first [41]. It is scored on delayed unassisted perfor-
mance and transfer, checked so it does not penalize learn-
ers with disabilities or under time pressure, and hooked to
an education-policy line between learning-preserving and
answer-substituting AI.

• Engagement-only ranking in civic-information sys-
tems. Recommenders optimized for short-run engagement
collapse viewpoint diversity, with documented effects on
dependence [42], while persuasive dialogue can shift beliefs
that persist [8, 10, 11]. The prosocial protocol, a deliberation
seam, is a brief, optional pause that surfaces source qual-
ity, viewpoint diversity, or a counterargument, paired with
disclosure of the optimization objective. It is scored on de-
pendence and viewpoint diversity as well as engagement,
checked for whether the pause falls hardest on vulnerable
users, and hooked to platform-level disclosure that ranking
optimizes for persuasion.

5 A shared evaluation framework
Drawing on cognitive-forcing studies [12, 43], persuasion and dia-
logue research [8, 10, 11], and emerging cognitive-security work
[3], the catalog uses six measurement axes: conversion (immedi-
ate change in belief or action), persistence (durability of change),
dependence (self-reinforcing use) [42], provenance (awareness of
how AI shaped thinking) [3], calibration (whether reliance tracks
model reliability, i.e. appropriate reliance) [12, 44], and skill retention
(independent performance after assistance is removed) [1]. Each
entry must specify which axes its mitigation is meant to move, and
how.

6 Why HCOMP, and the invitation
Cognitive security is, at its core, a human-computation problem,
since it asks whether the design of human–AI systems preserves the
cognition routed through them. It speaks to core HCOMP concerns,
among them AI-assisted decision-making and overreliance, human
oversight, task design, and evaluation protocols. It builds on and
complements the friction-in-design and frictional AI community
[31, 33, 34, 35], for which prosocial friction-in-design [45] is a
central design and governance lever for these capacities [36]. We
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offer CVMC v0.1 to invite this community to contest these entries,
add new ones, and build the evaluationmethods that make cognitive
security a working trust-and-safety category.
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