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As machines approach human performance, which work should a society keep human regardless? This abstract defines non-delegable
human work and proposes a Non-Delegability Test that rates an act on six dimensions and sorts it into automate, assist, or preserve.
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1 The problem: imitation is no longer the bottleneck

Frontier language models are reported to pass a three-party Turing test under some conditions [1], a contested result this
argument does not need. Brynjolfsson’s “Turing Trap” warns that imitative AI pushes institutions toward displacement
rather than augmentation [2]. This work proposes a Turing Test for Civilization: a framework for deciding which
tasks to automate, assist, or preserve as meaningfully human.

2 Defining non-delegable human work

Non-delegable human work is work for which the human role is constitutive rather than incidental: removing
meaningful human agency would undermine one or more of the legitimacy of a decision, answerability for its
outcome, a fiduciary or professional duty, the relational recognition owed to another person, the ritual or
symbolic meaning of an act, or the formative value of doing the work as part of becoming a student, caregiver,
citizen, or mourner. Performance equivalence does not settle normative permissibility. Three kinds of “human
requirement” follow: instrumental (AI is currently unreliable), institutional (law requires a human officeholder), and
constitutive (a human relationship, authored judgment, or enacted ritual is part of the good itself). The framework
concerns the latter two, which hold regardless of AI capability; the test tracks the instrumental kind only so it is not
mistaken for the others. It draws on Turing, Weizenbaum, MacIntyre, Sennett, Biesta, and care ethics [3, 4, 5, 6, 7, 8, 9,
10].

Prior work isolates single dimensions: task delegability stays task-local [11]; meaningful human control centers
control architecture over meaning and formation [12]; moral crumple zones pin blame on the nearest human once
control has migrated [13]; the meaningfulness gap literature argues that automation hollows out meaning [14, 15]; and
governance work proposes a non-delegable core for democratic oversight [16] and a “non-delegable duty to think” for
courts [17]. This work integrates six dimensions into one cross-domain test and asks which acts warrant deeper human
involvement as AI improves: as automation absorbs routine work, remaining human roles should center on judgment,
relationship, and formation.

3 Four anchor cases

The cases span the six dimensions; mourning, the one non-professionalized case, tests whether the framework extends
to communal practice.
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Education. A meta-analysis structured on Biesta’s framework finds strong qualification, variable socialization, and
fragile subjectification effects of AI [18]; GenAI can raise measured performance without improving learning when
students outsource formative work [19], and confidence in GenAI is linked to reduced critical thinking [20]. Problem
selection, reasoning, and reflective self-correction are only assist-delegable.

Healthcare and caregiving. AI assistance helps some radiologists and worsens others [21], automation bias persists
among AI-trained physicians [22], and diagnosis, consent, and responsibility remain human obligations. Companion
robots may reduce loneliness, but ethics work flags dignity, consent, and the slide to replacement [23, 24, 25]. Delegate
monitoring and reminders; preserve the recognition vulnerable people are owed.

Democratic and judicial authority. Public decisions must be publicly justifiable [26, 27, 28]. Ceremonial oversight can
legitimate flawed systems [29], decision aids shift how people weigh public values [30] and are followed selectively
when they match prior biases [31], and the justificatory burden of coercion must remain human [17].

Mourning. Rituals measurably help regulate grief [32], and the continuing-bonds tradition frames grief as sustaining
changed relations [33]. Grief chatbots are used for companionship and continuing bonds [34] yet raise dignity, consent,
and psychological-harm risks [35]; bounded clinical uses may be defensible [36]. Technology may scaffold remembrance,
not replace embodied communal mourning.

4 The Non-Delegability Test

First, fix a specific act and ask “what is lost if the human no longer does it?” Second, rate the act on each dimension as
absent (not at stake), partial (at stake but preserved while a human owns the final judgment), or constitutive (human per-
formance is itself part of the good). Third, one constitutive dimension vetoes full automation. Vulnerability/irreversibility
moves the verdict one step toward preserve (automate to assist, assist to preserve) for vulnerable people or irreversible
harms. Capability asymmetry only leaves the verdict unchanged, flags the requirement as instrumental, and schedules
re-review. Several accountable practitioners rate it, so disagreement stays visible. The verdicts form a design triage:
automate when every dimension is absent (scheduling); assist when some dimension is partial and none constitutive,
so AI drafts while a human owns the core act (clinical notes); preserve when any dimension is constitutive (final
grading, end-of-life care, funerals).Worked example: an LLM scoring short-answer items against a rubric rates absent on
all six dimensions, while the final grade certifying a student carries constitutive legitimacy, answerability, and formative

value and stays human.

5 Implications

Design should preserve the purpose of the practice, extending human-centered AI guidance [37, 38]: auditable
delegation, substantive override and tracing, productive friction where effort is formation, support-tool labeling for
relational systems, and evaluation that tracks de-skilling. Governance gives the institutional requirement legal form:
the EU AI Act, UNESCO’s dignity-and-agency recommendation, California’s Physicians Make Decisions Act, and ABA
Opinion 512 all treat human oversight and accountability as non-delegable even where assistance is permitted [39, 40,
41, 42]. A civilization passes its Turing Test when it automates widely yet protects the acts through which people are
formed, cared for, legitimately governed, and held answerable.
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