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Generative Al is increasingly used for open-ended creative tasks such as story writing, product design, and video creation. However,
popular chatbot-based interfaces often prioritize execution, generating fully rendered outputs right away. This can lead to premature
convergence and design fixation, where users are anchored to initial outputs. Recent work has proposed new interfaces to address
this issue by supporting exploration, though typically constrained to be semantically close to a user’s initial task framing, potentially
limiting the creativity of the outcomes. We examine an approach for human-AI co-creation and instantiate it in HAICo, a system for
image co-creation. HAICo structures the creative process into two switchable modes: DIVERGENT mode supports users in exploration
by surfacing remote conceptual ideas that users might not reach on their own, while CONVERGENT mode supports users in aligning
model outputs with their refinement intent through generating intent interpretations surfaced as options. Through a within-subjects
study on a poster image creation task, we demonstrate that HAICo outperforms ChatGPT across multiple dimensions of creativity and
usability. Our results highlight the potential of leveraging human-AI complementarity to expand the exploration space and treating

alignment as an interactive process through which user intent is interpreted and progressively specified.

1 Introduction

Generative Al is increasingly used for open-ended creative tasks such as story writing, product design, and video creation,
enabling novices to create artifacts that previously required professional expertise and complex tools [4, 8, 11, 15, 16].
However, the widely used chatbot-based interfaces (e.g., ChatGPT) often prioritize execution, generating fully rendered
artifacts immediately. Prior studies have found that these interfaces can lead to premature convergence and design
fixation, where users are anchored to initial outputs without exploring the broader space of possibilities [14, 17].
Furthermore, when refining these initial results, users often struggle to translate their intentions into prompts that
accurately instruct generative models, leading to arbitrary model behaviors and frustrating trial-and-error [13, 21].
Recent systems have attempted to support exploration and refinement for content creation, but remain limited in three
aspects. First, existing systems mostly surface dimensions within the user’s existing task framing [3, 14, 15, 19] or draw
analogies structured around the user’s design task [9, 12]. However, the exploration space is typically constrained to be se-
mantically close to a user’s initial task framing and mental models, potentially limiting the creativity of the outcomes. Sec-
ond, existing systems support refinement primarily by optimizing user prompts so that model outputs better align with
users’ expressed intent [2, 5, 18, 20]. However, users’ refinement intent may be underspecified or not yet fully formed [13,
21]. In such cases, simply optimizing prompts may fall short of aligning model outputs with users’ intended outcomes.
Finally, many of these systems pay less attention to the non-linear nature of creative processes, in which users move

back and forth between divergent thinking for broad ideation and convergent thinking for refining a specific idea [7].
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Fig. 1. lllustrative user trajectory in our system workflow for image co-creation. The numbers indicate the chronological steps
taken by a user. @ The user prompts the system to create a poster image about “Spend Less Time on Phones,” then @ selects
a system-initiated idea to generate a first image. After refining that image over two iterations, @ the user returns to explore
other ideas and @ draws on another system-initiated idea as inspiration to develop a new idea, “Yosemite Tunnel View.” @ The
user generates an image based on their own idea and refines it into a second result. The exploration process leverages Al to
surface remote ideas that users may not have considered, while the refinement process leverages Al to decompose user intent into
alternative interpretations presented as options that users can inspect and modify to better align image outputs with their intent.

2 Overview of Our Approach

We examine an approach grounded in the Geneplore model of creative cognition [6]. This approach structures inter-
action into two switchable modes: DIVERGENT and CONVERGENT. We instantiate this approach in HAICo, a Human-AI
Co-creation system for creative image generation. In the DIVERGENT mode, HAICo uses a prompting strategy inspired
by associative thinking [1, 10] to surface conceptual ideas drawn from remote sources, supporting exploration beyond
users’ initial task framing and mental models. This enables the user and Al to co-create and expand the exploration
space beyond what either could achieve alone. In the CONVERGENT mode, HAICo decomposes users’ refinement intent
into alternative intent interpretations surfaced as structured options by synthesizing a parametric Python function,
allowing users to inspect and adapt interpretations before execution to better align model outputs with their intent.
These two modes are designed to be switchable, supporting the non-linear nature of creative work (see Fig. 1). To
investigate the effectiveness of HAICo, we evaluate HAICo against ChatGPT in a within-subjects study (N = 24),
with each participant spending approximately 110 minutes in total. Our results demonstrate that HAICo outperforms
ChatGPT across multiple dimensions of creativity and usability.

Our contributions are as follows: (i) We examine an approach grounded in the Geneplore model and instantiate it
in HAICo, a creative image co-creation system with two switchable modes: DIVERGENT adopts associative-thinking
prompting to surface remote cross-domain ideas, while CONVERGENT uses parametric functions to decompose user
intent into different interpretations. (ii) We conduct a study and empirically show that HAICo enables the creation of
significantly more novel and diverse images than ChatGPT, and achieves higher perceived creativity support and system
usability. (iii) We present preliminary findings that scaffolded co-creation can foster learning through usage, with signif-
icantly higher self-reported learning in HAICo, characterized by learning about the task and ideas rather than specific
system. Our results highlight the potential of leveraging human-AI complementarity to expand the exploration space

and treating alignment as an interactive process through which user intent is interpreted and progressively specified.
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