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The growing integration of Al into decision-making raises a fundamental question in human-AlI collaboration: Does the alignment between
human and Al reasoning influence the quality and dynamics of their collaboration? When a person’s judgments frequently differ from an
AI’s recommendations, they must repeatedly decide whether to accept or override the model, which can be cognitively taxing. Conversely,
working with a model that mirrors one’s own thinking may feel intuitive, but could limit the performance gains Al is meant to provide.
Understanding this alignment dynamic is essential for designing human-Al systems that are both effective and capable of improving

human decision-making.
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1 INTRODUCTION

Rashomon set theory [1] highlights that, for any given task, multiple models (or the same model with different parameters)
can achieve comparable performance (e.g., accuracy), even though their predictions may differ substantially across
individual observations. Analogously, people may hold distinct mental models (e.g., different decision rules) for the same
task while still achieving similar overall performance. This raises an important question: when a person collaborates with
an Al model, does it matter whether that model aligns with their mental models?

In this work, we directly vary alignment by pairing each participant with an AI model that is either similar to or different

from their own mental model. The two conditions involve different trade-offs: collaborating with an aligned model may



lead to fewer disagreements, lower cognitive cost, and reduced decision time, but limits chances to improve or worsen. In
contrast, collaborating with a dissimilar model may result in more frequent disagreement, leading to greater uncertainty in
collaborative outcomes, but may also provide richer opportunities to learn and improve.

We address three research questions: (1) Do people prefer to collaborate with a model that aligns with their mental
model? (2) Are people more likely to adopt recommendations from an aligned model? (3) Are people better or worse off,
in terms of decision quality, when supported by a model that closely aligns with their mental model?

2 STUDY DESIGN

We design two-stage experiments to investigate these questions. In the main study, Stage 1 participants make decisions
independently, establishing a baseline measure of their individual decision-making patterns. We then select, from a pool
of candidate models with comparable overall performance, a model that is most similar to or most different from each
participant’s mental model (as approximated by their observed decisions). In Stage 2, participants are randomly assigned
to collaborate with either the most similar or the most different model, allowing us to assess their adoption behavior and
human-AlI collaborative outcomes. In a separate study with a similar Stage 1 design, participants are shown both models
in Stage 2 and asked to indicate which model they would prefer to work with. The study is currently in the data collection
phase.

3 PRELIMINARY RESULTS

Preliminary results from a pilot study suggest that people may be more likely to adopt recommendations from models that
are less aligned with their mental models. One possible mechanism is confidence: a model that consistently agrees with a
participant reinforces their confidence through confirmation, and the resulting overconfidence may make them less inclined
to rely on the model. Paradoxically, this may make participants more receptive to a model that disagrees with them more
frequently. At the same time, pilot results suggest that when participants are paired with a dissimilar model, they may be
more likely to follow the model when it is incorrect. This pattern suggests that people may have a weaker understanding
of models that differ more from their own mental model, making it harder for them to identify when they should or should
not follow the model.

4 DISCUSSION AND IMPLICATIONS

This study has direct implications for how Al decision-support tools should be designed and deployed. If alignment
between a user’s mental model and the Al they collaborate with improves adoption and performance, this would support
personalized model selection through tailoring Al recommendations to individual mental models without sacrificing
accuracy. Conversely, if collaborating with a model that differs from the user’s mental model yields higher decision quality,
this would suggest that Al systems should be deliberately designed to differ from users’ mental models. More broadly, this
work aims to contribute to a growing understanding that model selection in human-Al teaming is not just about maximizing
model accuracy, but about considering the cognitive fit between human and machine — a factor that influences not only
whether Al recommendations are adopted but also whether they improve outcomes.
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