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Abstract
Large language models (LLMs) offer a scalable alternative to hu-
man coding for data annotation tasks, enabling the scale-up of
research across data-intensive domains such as learning analyt-
ics. While LLMs are already achieving near-human accuracy on
objective annotation tasks, their performance on subjective anno-
tation tasks, such as those involving psychological constructs, is
less consistent and more prone to errors. Standard evaluation prac-
tices typically collapse all annotation errors into a single alignment
metric, but this simplified approach may obscure different kinds of
errors that affect final analytical conclusions in different ways. Here,
we propose a diagnostic evaluation paradigm that incorporates a
human-in-the-loop step to separate task-inherent ambiguity from
model-driven inaccuracies and assess annotation quality in terms
of their potential downstream impacts. We refine this paradigm on
ordinal annotation tasks, which are common in subjective annota-
tion. The refined paradigm includes: (1) a diagnostic taxonomy that
categorizes LLM annotation errors along two dimensions: source
(model-specific vs. task-inherent) and type (boundary ambiguity vs.
conceptual misidentification); (2) a lightweight human annotation
test to estimate task-inherent ambiguity from LLM annotations;
and (3) a computational method to decompose observed LLM anno-
tation errors following our taxonomy. We validate this paradigm on
four educational annotation tasks, demonstrating both its concep-
tual validity and practical utility. Theoretically, our work provides
empirical evidence for why excessively high alignment is unrealis-
tic in specific annotation tasks and why single alignment metrics
inadequately reflect the quality of LLM annotations. In practice, our
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paradigm can be a low-cost diagnostic tool that assesses the suit-
ability of a given task for LLM annotation and provides actionable
insights for further technical optimization.

ACM Reference Format:
Zhen Xu, Vedant Khatri, Yijun Dai, Xiner Liu, Siyan Li, Xuanming Zhang,
and Renzhe Yu. 2026. Enhancing LLM-Based Data Annotation with Error
Decomposition: A Human-in-the-Loop Evaluation Paradigm. In .ACM, New
York, NY, USA, 4 pages. https://doi.org/10.1145/nnnnnnn.nnnnnnn

Extended Abstract
Large language models (LLMs) are increasingly used as scalable
alternatives to human annotators in data-intensive research do-
mains such as educational data science and computational social
science. Prior work shows that LLMs can achieve near-human
performance on well-defined, fact-based annotation tasks, such
as named entity recognition or relation extraction [1, 14], mo-
tivating growing interest in extending LLMs to more complex
qualitative coding workflows. However, empirical studies in ed-
ucation and social science contexts report highly variable perfor-
mance [2, 4, 6, 8, 9, 11, 13, 15, 16]. A key reason is the nature of these
annotation tasks: social science annotations are often construct-
based and require context-independent subjective interpretation
rather than verification of observable facts. In such settings, com-
plete objectivity and perfect agreement are not realistic expecta-
tions, even among trained human annotators [12]. Nevertheless,
current standard evaluation practices typically rely on overall agree-
ment with human-labeled ground truth, collapsing all annotation
errors into a single accuracy or reliability metric, which provides
limited information about whether observed misalignment reflects
LLMs’ annotation limitations or the task inherent ambiguity.

In this study, we re-examine LLM-based annotation through the
lens of content analysis theory and propose a diagnostic evaluation
paradigm that explicitly decomposes annotation errors by type
and source (Figure 1). We focus on ordinal construct-based annota-
tion tasks, which are common in educational research and where
different errors have unequal implications for construct validity
and downstream analyses. Drawing on established distinctions of
systematic disagreement and random disagreement in qualitative
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methodology, we conceptualize annotation errors along two di-
mensions. First, we distinguish task-inherent errors, arising from
unavoidable ambiguity in construct definition or category bound-
aries, from model-specific errors, which reflect limitations in the
LLM’s understanding or reasoning and are potentially reducible
through technical optimization. Second, we distinguish boundary-
ambiguity errors, which involve misclassification between adjacent
ordinal categories, from conceptual misidentification errors, which
indicate a deeper misunderstanding of the construct.

To operationalize this framework, we introduce a lightweight
human annotation test that estimates task-inherent ambiguity inde-
pendently of the original ground truth (see Figure 1b). Two trained
annotators label a small, stratified subset of data using the same
instructions provided to the LLMs, and patterns of disagreement in
these annotations serve as a proxy for task-driven error. Building on
this, we develop a computational method that decomposes LLM an-
notation errors into task-driven and model-specific components for
both boundary-ambiguity and conceptual-misidentification errors.
For each item, we characterize the severity of disagreement be-
tween the LLM prediction and the ground-truth label using ordinal
distance, and estimate the same error patterns from the human-
annotation test. Error patterns shared by humans and the LLM are
attributed to task-inherent ambiguity, while remaining errors are
attributed tomodel-specific limitations.We validate the proposed di-
agnostic evaluation paradigm on four publicly available educational
annotation datasets summarized in Table 1. From each dataset, we
stratify a sample of 150 annotated data points to serve as the ground
truth. Our validation proceeds by testing two hypotheses designed
to assess whether the proposed error decomposition distinguishes
task-driven ambiguity from model-specific limitations.

First, we examine whether improvements in model capability pri-
marily reduce model-specific errors rather than task-driven errors.
We compare two generations of GPT models, GPT-3.5 and GPT-5,
in a controlled zero-shot setting across four annotation tasks. We
observe that GPT-5 consistently achieves higher overall annotation
accuracy across all tasks. Our error decomposition results, as shown
in Figure 2, further show that these gains are driven almost entirely
by reductions in model-specific errors, whereas task-driven errors
remain largely stable, with less than a 1% difference between the
two model versions for each of the four annotation tasks we tested.

We then examine whether prompt engineering and prompt op-
timization mitigate model-driven errors more than task-driven
ones. We adopt five commonly used prompting strategies in prior
annotation studies, along with a DSPy-based prompt optimiza-
tion approach using fewer than 300 human-labeled examples, to
mimic typical low-resource educational annotation settings. Fig-
ure 3 presents the error decomposition results across prompting
strategies, applied to both GPT-3.5 and GPT-5 for all four annota-
tion tasks. Across strategies and models, we observe a consistent
stability in task-driven errors within each task. In contrast, several
strategies substantially reduce model-specific errors, indicating that
prompting can improve alignment with ground truth but cannot
resolve ambiguity embedded in the task formulation.

We also demonstrate the practical utility of our proposed error
decomposition in explaining variation in LLM performance across
annotation tasks. Figure 4 shows that baseline LLM performance
varies systematically with task-inherent error profiles: tasks with

higher proportions of conceptual misidentification errors in human
annotations tend to exhibit lower zero-shot LLM accuracy, even
when overall human agreement is comparable. Figure 5 further
illustrates how task-inherent error composition shapes the effec-
tiveness of prompt-based improvements. Tasks characterized by
higher proportions of boundary ambiguity errors in human annota-
tion show greater gains from prompt refinement and the inclusion
of additional annotation examples, whereas tasks dominated by
conceptual misidentification errors exhibit limited benefit from
prompt engineering and optimization.

Overall, we proposed a diagnostic-based evaluation paradigm for
evaluating LLM-based data annotation. Rather than treating anno-
tation quality as a single alignment score, our approach decomposes
annotation error into interpretable error sources and types, allow-
ing researchers to distinguish between reducible model-specific
failures and irreducible task-inherent ambiguity. This distinction
enables a more realistic assessment of task suitability for LLM au-
tomation and helps establish performance ceilings that reflect the
intrinsic complexity of the construct rather than the limitations
of a particular model or prompt. Practically, the framework sup-
ports more informed methodological decisions, such as whether
further technical optimization is likely to yield meaningful gains,
whether annotation guidelines or codebooks require refinement, or
whether a task is inherently unsuitable for automated annotation,
thereby avoiding the over-penalization of LLM misalignment when
disagreement reflects task ambiguity and would otherwise intro-
duce human labeling bias. By reframing evaluation from alignment
to diagnosis, we call for more responsible, transparent, and theo-
retically grounded uses of LLMs in educational research and data
annotation, particularly in settings where annotation quality has
high-stakes implications for downstream analysis and inference.
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Figure 2: Comparison of Error Decomposition Between
TwoModels. LLM (zero-shot) annotation results are shown
by error type (boundary vs. conceptual) and source (task-
inherent vs. model-specific), with correct annotations in
green.

Figure 3: Error Decomposition Across Prompting Strate-
gies.LLM annotation results are shown by error type
(boundary vs. conceptual) and source (task-inherent vs.
model-specific) across different prompting and decoding
strategies, with correct annotations shown in green.

Figure 4: Baseline (Zero-Shot) Model Accuracy vs. Task
Inherent Errors. Baseline Model Accuracy : the agreement
between LLM-generated annotations (zero-shot) and the
original dataset labels; H-Accuracy : the average agree-
ment between our annotators’ labels and the original
dataset labels; H-Agree: Krippendorff’s 𝛼 between our two
annotators; H-Boundary Ambiguity: boundary ambiguity
annotation errors observed between the two annotators;
H-Conceptual Misidentification: conceptual misidentifica-
tion annotation errors observed between the two annota-
tors.

Figure 5: Prompting Strategies Effectiveness vs. Task In-
herent Errors Baseline Model Accuracy : the agreement
between LLM-generated annotations (zero-shot) and the
original dataset labels; H-Accuracy : the average agree-
ment between our annotators’ labels and the original
dataset labels; H-Agree: Krippendorff’s 𝛼 between our two
annotators; H-Boundary Ambiguity: boundary ambiguity
annotation errors observed between the two annotators;
H-Conceptual Misidentification: conceptual misidentifi-
cation annotation errors observed between the two an-
notators;M-Conceptual(Task), M-Conceptual(Model), M-
Boundary(Task), M-Boundary(Model): LLM (zero-shot) an-
notation errors decomposed by error type (conceptual vs.
boundary) and source (task-inherent vs. model-specific).
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Figure 1: LLM Construct-Based Annotation: (a) Error Decom-
position Framework and (b) Comparison between the Stan-
dard and Our Proposed Diagnostic Evaluation Paradigms
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Dataset Task Description
Bloom[7] Classify 6 learning objectives according to Bloom’s

Taxonomy. (6 levels)
MathDial[10] Classify teaching moves within tutoring dialogues. (4

levels)
Uptake[3] Rate the extent to which a teacher’s response builds

on a student’s sentence.(3 levels)
GUG[5] Rate the grammatical correctness of sentences written

by second-language learners. (4 levels)
Table 1: Four Data Annotation Tasks
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