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Proxy Means Tests (PMTs) often combine stepwise logistic regression with subjective variable selection, while more accurate models
such as XGBoost are difficult to deploy transparently. Using Bangladesh HIES 2016, we apply XGBoost across 500 bootstrap samples
to identify stable predictors and translate them into two interpretable scorecards: a Logistic Regression Scorecard (LRS) and an
XGBoost Information Gain Scorecard (XGBS). LRS achieves 75.0% accuracy (AUC = 0.833), close to the full 120-feature XGBoost model
(76.2%, AUC = 0.875). The design assigns high-dimensional feature discovery to AI while preserving human authority over eligibility
thresholds and policy trade-offs.
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1 Introduction

Proxy Means Tests (PMTs) are widely used to allocate social benefits when direct income measurement is costly [6, 9].
Traditional scorecards rely on stepwise logistic regression and analyst judgment, which can be unstable under correlated
survey variables and difficult to audit [5, 9]. XGBoost can capture non-linearities and improve predictive performance [3,
7], but opaque models may encourage algorithm aversion or overreliance [2, 8]. We therefore use a three-stage human–
AI division of labor: AI-led stable feature selection, translation into transparent integer scorecards, and human-led
eligibility-threshold selection [4, 10]. We evaluate the approach using Bangladesh HIES 2016 (𝑁 = 46,080) [1].

2 Method

We construct 120 categorical candidate indicators following established poverty-scorecard practice [9]. After an 80/20
train–test split, 500 bootstrap samples are drawn from the training set. XGBoost ranks variables by mean information
gain; the same top 11 features appear across all 500 iterations. Treating District as a fixed geographic control leaves 10
household-level predictors. Figure 1 summarizes this division of labor, while Figure 2 shows the stable feature ranking.

The Logistic Regression Scorecard (LRS) uses coefficients estimated on the selected features. For household 𝑖 , the
linear score𝑈𝑖 and its 0–100 transformation are

𝑈𝑖 =

𝐾∑︁
𝑘=1

𝛽𝑘𝑋𝑖𝑘 , 𝑆LR
𝑖 = round

(︃
100

𝑈𝑖 −𝑈min

𝑈max −𝑈min

)︃
. (1)

The XGBoost Information Gain Scorecard (XGBS) averages category-level gain across 𝐵 = 500 bootstrap models
and converts it to additive points:
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Fig. 1. Human–AI complementarity workflow: AI selects fea-
tures and derives weights; humans choose policy thresholds.

Fig. 2. Mean XGBoost information gain across 500 bootstraps
(blue: geographic control; green/red: household signals).

Table 1. AI-selected predictors and score allocations (higher scores indicate lower poverty probability; District is a fixed control).

Predictor Category order LRS XGBS

Household members 1–2 / 3 / 4 / 5 / 6 / ≥ 7 18/13/9/6/3/0 5/7/5/4/5/0
TV with VCR/dish Yes / No 1/0 10/0
Latrine type Sanitary / Kacha-perm. / Kacha-temp. / Other 10/8/6/0 5/5/7/0
Fans 0 / 1 / ≥ 2 0/1/7 0/7/12
Refrigerator Yes / No 10/0 19/0
Television Yes / No 3/0 5/0
Watch/clock Yes / No 6/0 10/0
Bedroom furniture 0 / 1 / 2 / 3 / 4 / 5 / 6–7 1/0/1/2/3/3/5 2/0/5/5/2/2/6
Members age ≤ 13 0 / 1 / 2 / ≥ 3 4/2/1/0 7/5/2/0
Members age ≤ 12 0 / 1 / 2 / ≥ 3 7/5/2/0 14/5/3/0

3 Results and Human Supervisory Control

Table 2 shows that the reduced XGBoost model retains most of the full model’s discrimination (AUC 0.844 vs. 0.875).
LRS reaches 75.0% accuracy (AUC = 0.833), only 1.2 percentage points below full XGBoost; XGBS reaches 66.1% (AUC =
0.755) while exposing non-linear weights such as 19 points for refrigerator ownership (Table 1).

Table 2. Out-of-sample targeting performance at Youden-optimal cutoffs.

Model AUC UC LK Acc. Thresh.

XGBoost (120) .875 15.9 26.4 76.2 .214
XGBoost (10) .844 19.6 27.9 74.1 .236
LRS .833 24.6 25.2 75.0 .263
XGBS .755 27.3 35.9 66.1 .260

UC = undercoverage (exclusion error); LK = leakage (inclusion error); UC, LK, and accuracy are percentages.

Threshold choice remains human-led. For eligibility defined as score ≤ threshold, LRS at 40/45/50 gives UC =
31.4/16.9/7.0% and LK = 20.4/34.5/49.7%; XGBS gives UC = 24.5/17.0/10.6% and LK = 39.5/48.5/57.9%. These values expose
the exclusion–inclusion trade-off before a policymaker chooses the cutoff.

4 Conclusion

AI performs stable high-dimensional feature discovery, transparent scorecards make the learned structure auditable,
and humans retain authority over consequential eligibility thresholds. LRS provides near-black-box accuracy, while
XGBS exposes complementary non-linear importance patterns.
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