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Abstract

PolyPlus is an online collaboration platform that combines large-scale human participation with
Al-based reasoning to advance mathematical discovery. This work builds on the successes and
challenges [1][2] of the original Polymath project [3], an experiment in crowd-sourced
mathematical problem solving, which famously yielded a simplified proof of the Density
Hales—Jewett theorem. Our approach leverages Al in two ways: as an administrator that
manages discussion threads and provides contextual summaries to users who want understand
the current state of a proof, and as a collaborator that contributes new ideas and serves as a
conversational intermediary between human mathematicians and a formal proof verification
system. By uniting human intuition with machine-assisted rigor, PolyPlus aims to produce
simpler proofs of established theorems, tackle unsolved challenges, and extend the benefits of
Al-enhanced collaboration to a broader mathematical community.

CCS CONCEPTS: Human-centered computing; Collaborative and social computing;
Collaborative and social computing theory, concepts and paradigms
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1 Introduction

When key insights to proving theorems are scattered across many experts, the pace of progress
tends to be limited by how quickly ideas cross-fertilize across many contributors. The original
Polymath project sought to ameriorate this issue by enabling “massively distributed
mathematics”. Sir Tim Gowers demonstrated that problem-solving synergies could be realized



by simply applying a set of conventions to using a blog and a wiki as a collaboration medium [3].
Despite this success, issues such as cognitive overload, weak version control, and difficulty in
transitioning from discussion to publication hampered broader participation. Many potential
contributors felt excluded by complex workflows and heavy reading loads, thus limiting the full
benefits of broader collaboration [1][2]. Thus, with Polymath Plus, we seek to address limitations
ascribed to the original Polymath project by employing Al to manage discussion complexity and
exploring the use of Al as a bonafide collaborator that contributes to problem solving
discussions.

Our project explicitly tackles the intersection of Al-based theorem provers and human-driven
insight, a rapidly growing area in Al for Math [4]. We have developed an end-to-end workflow
that integrates large language models (LLMs), formal provers, and crowd-sourced reasoning. By
focusing on complex, potentially unsolved theorems and simpler proofs for established
theorems, Polymath Plus aims to show how human-Al synergy can exceed the performance of
purely human or purely Al systems.

2 System Design and Core Architecture

2.1 Design principles

The original Polymath project demonstrated that a crowd of mathematicians could collectively
solve challenging problems. Recent developments in large language models and theorem
provers (e.g., Lean 4) suggest that Al-based reasoning could accelerate mathematical insights
[4], though human intuition remains indispensable for creative leaps and problem
decomposition. Our hybrid approach merges these complementary strengths.

The new platform, called “PolyPlus,” uses a network graph interface (see Figure 1) to track
multiple solution pathways from theorem to proof. PolyPlus supports multiple divergent
explorations of proof strategies, leveraging Al to manage complexity. Al-driven synthesis
ensures that relevant context is surfaced for new contributors while minimizing cognitive load.
This directly addresses a key limitation observed in the original Polymath project, where
newcomers struggled to find a foothold in massive comment threads [1].

Figure 1. PolyPlus prototype interface, showing a directed acyclic graph (DAG) represents one
version of a proof based on Theorem T1.

2.2 Key features

Building on related work [5][6][7], PolyPlus enables a theorem to branch into several parallel
proof approaches (see Figure 1). An Al-based categorization process helps define subproblems
or subtactics, ensuring that contributors can focus on manageable goals without losing sight of
the overall objective. Partial solutions from different subproblems or proof strategies are
combined through Al-guided analysis and formal verification. A dynamic credit assignment
system rewards solvers who engage in multiple trajectories, promoting cross-fertilization of
ideas and reducing duplication of effort.

2.3 The role of Al



An LLM serves dual roles. As a discussion curator, the LLM summarizes to-date progress,
retrieves relevant background, and highlights key dependencies so that new contributors can
dive into a subproblem without reading entire threads. As a facilitator, the LLM maintains and
updates a “problem map” in the form of a directed acyclic graph (DAG) that visually shows
sub-problems and solution paths, making it easier for solvers to see where they can contribute.
The LLM also translates natural language discourse to Lean 4 code for formal verification and
returns an analysis that includes proof tactic suggestions. This enables robust vetting of new
ideas, and allows the crowd to test multiple proof trajectories in parallel. This seeds new
discussion threads that spur additional refinements or alternative approaches. In effect, the LLM
contributes to the crowd’s solution by offering both heuristic suggestions (e.g., promising lines of
argument) and mechanical checks (e.g., verifying a partial proof).

Beyond generative Al, the Polymath Plus project adapts modern version control methods to
track proof contributions, functioning like a GitHub for math proofs. This makes it possible to
provide a dashboard showing how each subproblem evolved and who contributed, which
enables targeted contributions, fair attribution, and enduring provenance.

2.4 Technical Implementation

The “PolyPlus” platform integrates thread-tracking, Al-based contextualization, and formal proof
verification. It is built as a Ruby on Rails application in which a proof is modeled as a DAG of
typed nodes (e.g., theorems, lemmas, steps, assumptions), each maintaining parallel English,
LaTeX, and Lean 4 representations. A conversational assistant is implemented as a tool-using
LLM agent. Instead of searching for matching passages of text, it receives context derived
directly from the proof graph and invokes bespoke tools to create, refine, formalize, and verify
proof steps on the user’s behalf.

The system is model-agnostic, integrating third-party LLMs through a single abstraction. Formal
correctness is enforced by a dedicated Lean 4 verification service, which is invoked
asynchronously. Lean 4 is used to propagate a cascading verified/unverified status across the
proof tree, which is then surfaced to the user via LLM discourse and updates to the DAG.

This architecture allows human participants to offload routine tasks (e.g., formal code
translation, tactic suggestion) to Al in real time while focusing on creativity and conceptual
leaps.

3 Methods

3.1 Refinement

PolyPlus is currently a prototype, which has been alpha-tested by team members who are
professional mathematicians to assess core functions, such as proof representation,
theorem-proving mechanics, and versioning, as well as LLM-enabled capabilities, such as
facilitation, DAG management, and Lean 4 verification. In our next iteration, we will employ a
cadre of ten external testers, whose feedback on usability, cognitive load, and general workflow
will guide subsequent refinements.



In the second phase we will finalize user experience elements, expand version control features,
and enable a detailed history and rollback for each contribution. Since past related projects
have struggled to fairly credit small contributions, we will also introduce a credit assignment
model that ensures micro-contributions are recognized. This is expected to fosters sustained
engagement and encourage risk-taking. Alongside these refinements, we will introduce social
engagement tools, including a leaderboard and peer feedback mechanisms to further
encourage participation.

In the current prototype, the LLM-driven features (facilitation, DAG management,
natural-language-to-Lean 4 translation, and tactic suggestion) have been alpha-tested by our
team's professional mathematicians to confirm they can enable LLM-mediated end-to-end
proofs We have not yet run a controlled study on proof quality or collaboration metrics.. Our
planned second phase, in which ten external testers will assess usability, cognitive load, and
workflow, will incorporate objective measures of feature performance, collaboration efficacy,
verification coverage, and the rate at which Al-suggested tactics advance a proof.

3.2 Engagement

We have built large-scale participatory systems that have engaged over 150,000 volunteers and
received widespread media coverage (e.g., PBS, BBC, NPR, Wired, Science Friday, etc.). Our
experience in designing engaging, transparent, and impactful citizen science platforms informs
the user experience (UX) design of PolyPlus [8][9][10] as well as our engagement methods. For
the public launch, we will run a prize challenge in which professional and amateur
mathematicians from around the world will cooperate and compete to prove an unsolved
theorem. We will invite our international community of volunteers as well as two million other
citizen science volunteers that are accessible through our partner network to be part of this
historic event.

3.3 Evaluation
An interdisciplinary team comprised of Hybrid Intelligence Researchers, Professional
Mathematicians, and a Community Liaison will assess the project’s progress. The following
metrics will be used for assessing mathematical impact:

*  Number of new or simpler proofs produced

» Formal verification coverage (e.g., the proportion of proposed proofs fully verified in
Lean 4)

* Average length or complexity reduction for known proofs
» Frequency of meaningful partial solutions, such as key lemmas or new sub-theorems

Other evaluation dimensions include: participation (tracking the volume and sustainability of
community contributions), transparency (ensuring a persistent, traceable archive of all
contributions), fair credit assignment (via automated tracking and innovative authorship models),
and external assessments (through press coverage, academic publications, and citations).

4 Conclusion



This project will enable hybrid human/Al proof generation, showcasing how a LLM can merge
human intuition with a formal theorem prover to tackle stubborn mathematical challenges.
Through broader engagement, PolyPlus opens the door for a diverse population to meaningfully
contribute to advanced mathematics, thanks to automated contextualization that lowers
previous barriers to entry. For example, it offers an approachable environment in which students
can learn and practice higher-level mathematics. Such engagement would build on the
pedagogical success of previous Polymath endeavors and provide an onramp for tackling more
complex, unsolved theorems. We expect the resultant platform to serve as an enduring medium,
with a post-grant sustainability model built around math prize competitions and sponsorships.
Ultimately, this project aims to show how human-Al collaboration can solve problems that
humans and Al cannot solve independently.
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