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Abstract

Recent Al alignment work often frames alignment as a pre-deployment
optimization problem: collect human feedback, learn preferences or
principles, fine-tune the model, and deploy an aligned system. This
framing has produced major progress, but it under-specifies what
happens once Al systems are used in situated, long-term, and so-
cial contexts. This position paper emphasizes human-Al alignment
as an ongoing interaction problem. We synthesize five alignment
questions: how people express intent, how Al decides when to act
or ask, how people evaluate success, how Al adapts over repeated
use, and how humans adapt their trust, expectations, and behavior.

CCS Concepts

« Human-centered computing — Collaborative interaction; HCI
theory, concepts and models.

Keywords

Human-AT alignment, human-Al interaction, interactive alignment,
longitudinal studies

ACM Reference Format:

Tao Long and Lydia B. Chilton. 2026. Interactive Human-AI Alignment:
Interaction Mechanisms as Building Blocks for Alignment Design. In 2026
ACM Conference on Human-Al Complementarity and Alignment (HCOMP
2026), September 27-30, 2026, Alexandria, VA, USA. ACM, New York, NY,
USA, 3 pages. https://doi.org/10.1145/nnnnnnn.nnnnnnn

1 Introduction

Al alignment is often defined in machine learning as the problem
of training models to act in accordance with human intentions [17].
This framing has produced a powerful family of pre-deployment
alignment methods. Reinforcement learning from human feedback
uses human preference comparisons to train reward models [5];
instruction tuning combines human demonstrations and preference
data to improve helpfulness and instruction following [17]; and
constitutional Al encodes explicit normative principles into model
behavior [2]. Across these approaches, alignment is commonly
operationalized as a pipeline: collect human feedback, learn or
encode an objective, fine-tune the model, and deploy an aligned
system.
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This model-centered framing is necessary, but increasingly in-
sufficient for interactive Al systems. In deployed use, human in-
tentions are rarely complete, stable, or fully specifiable in advance.
Users may not know exactly what they want until they see what
the system produces. They may refine goals across turns, discover
new uses, change preferences, or develop new expectations as they
appropriate the system into everyday work. In this setting, align-
ment cannot be understood only as a property encoded into model
weights before deployment. Instead, alignment emerges through
interaction after deployment.

Recent HCI work makes this shift explicit. Terry et al. [21] argue
that Al alignment should be understood as an ongoing, multi-stage
interactive process consisting of specification alignment, process
alignment, and evaluation alignment. Specification alignment con-
cerns how humans and Al systems establish a shared understanding
of the desired goal. Process alignment concerns how humans and Al
systems coordinate the actions and procedures used to achieve that
goal. Evaluation alignment concerns how users determine whether
the ATl's behavior or output actually succeeded. This framework
reframes alignment from a question of output correctness alone to
a question of interaction design: how should systems communicate,
coordinate, and support user judgment throughout use? Shen et
al. extend this view by arguing that human-AI alignment is bidi-
rectional [20]. Al systems adapt to humans, but humans also adapt
to AL Users update their mental models, calibrate or miscalibrate
trust, change behaviors, form social expectations, and sometimes
become over-reliant on Al systems. Thus, alignment does not only
concern whether Al follows human intent. It also concerns how
interaction with Al reshapes human judgment, agency, and social
behavior over time.

Building on these perspectives, this position paper synthesizes
an HCI definition of interactive human-AI alignment:

Alignment is the ongoing, interactive process through
which humans and Al systems develop, maintain, and
repair shared understanding, appropriate agency, and
calibrated reliance over time.

This definition reframes alignment as an interaction-design prob-
lem. Rather than asking only how to train a model to satisfy human
preferences, it asks how humans and Al systems continuously com-
municate, coordinate, evaluate, adapt, and co-adapt in situated use.
We decompose this framing into five interactive alignment ques-
tions:

(1) Specification alignment: How do people express intent
and how do Al systems establish shared understanding?

(2) Process alignment: How does Al decide when to act, ask,
defer, or pause?
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(3) Evaluation alignment: How do people judge whether the
Al succeeded?

(4) Iterative Al alignment: How does Al adapt to users through
repeated use?

(5) Human-to-Al alignment: How do people adapt their trust,
expectations, and behavior in response to AI?

We argue that these questions are not entirely new. HCI has stud-
ied closely related problems for decades under the names of ground-
ing, distributed cognition, mixed-initiative interaction, human-AI
evaluation, adaptation, appropriation, social interaction, and group-
ware. What is new is the scale, opacity, agency, and adaptivity of
contemporary Al systems. This creates an opportunity to translate
HCI theories and interaction mechanisms into the language of Al
alignment.

2 Five Questions for Interactive Human-AIl
Alignment

The five alignment questions above provide a bridge between the
alignment frameworks and older foundations in HCI (as underlined).
In this section, we map each question to a corresponding HCI the-
oretical foundation and a set of interaction mechanisms that can
support alignment in deployed Al systems.

Specification Alignment: Intent as Grounding. User goals are
often partial, ambiguous, or context-dependent. HCI theories of
grounding provide a foundation here: communication requires par-
ticipants to establish common ground through clarification, ac-
knowledgment, evidence, and repair [3, 6]. Applied to Al, this sug-
gests that alignment requires more than instruction following. Sys-
tems need mechanisms for asking clarifying questions, surfacing
assumptions, confirming interpretations, and repairing misunder-
standings.

Process Alignment: Agency as Coordination. As Al systems be-
come more agentic, alignment failures may occur even when the
final task is completed successfully. For example, an agent may com-
plete a shopping or scheduling task while silently making choices
the user would not have endorsed. HCI work on distributed cognition

and mixed-initiative interaction frames this as a coordination prob-
lem [10-12]. Human-Al systems distribute cognition across people,
models, tools, representations, histories, policies, and interfaces.
Within such systems, initiative is an alignment decision: when AI
acts proactively, when it asks for clarification, and when it pauses on
ambiguity directly shape whether users retain appropriate agency.
Recent work on proactive agents and ambiguity-sensitive pausing
illustrates how interaction mechanisms can preserve user control
while still enabling automation [18, 23].

Evaluation Alignment: Success Requires Visibility. Users can
only evaluate Al through what they can see, inspect, and understand.
Yet Al systems often make their capabilities, limitations, intermedi-
ate reasoning, and action histories opaque. HCI research on human-
Alinteraction guidelines, explainability, and agent visibility shows

that users need mechanisms for understanding what the Al can
do, what it is doing, why it acted, what it will do next, and how to
correct it when wrong [1, 4, 22]. Visibility into agent state, action
traces, goal representations, and side effects is therefore not simply
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a transparency feature; it is a prerequisite for alignment. Without
sufficient visibility, users cannot evaluate success, calibrate reliance,
or intervene when the system is misaligned.

Iterative AI Alignment: Adaptation Over Time. HCI work on
adaptation and appropriation shows that the process is temporal

and situated. Users repurpose systems, create new workflows, change
their goals, and discover new uses over time [7, 8, 15]. Alignment

therefore requires editable and reusable alignment artifacts: pref-
erences, policies, templates, constraints, histories, examples, and

configurations that users can inspect and revise as their practices

evolve. Longitudinal studies of Al assistants suggest that users

gradually assign Al different roles—tool, collaborator, reviewer, or

memory aid—and these role constructions affect what users expect

from the system and how they evaluate it [14, 19].

Human-to-AI Alignment: Human Adaptation and Consequences.
Alignment does not only shape Al behavior; it also shapes humans.
Users may calibrate expectations productively, but they may also
over-rely on Al defer to fluent outputs, form parasocial bonds
with companion chatbots, or become vulnerable to sycophantic sys-
tems that validate rather than challenge them [13]. HCI theories of
computers as social actors and groupware/social interaction help re-
veal why alignment must account for relational dynamics, depen-
dency, incentives, and multi-user contexts—not only task perfor-
mance [9, 16].

3 Summary: Interaction Mechanisms as
Alignment Mechanisms

Across these five questions, we argue that interaction design mech-
anisms can be understood as alignment mechanisms. Clarification,
pausing, visibility, onboarding, correction, explanation, customiza-
tion, and expectation-setting are not merely interface details; they
are the means by which alignment is negotiated, maintained, and
repaired after deployment.

We see our work contributes a bridge between Al alignment,
human computation, and human-AlI interaction. Human feedback
is central to modern alignment pipelines, but the role of humans
is often compressed into labels, rankings, demonstrations, or eval-
uations. An HCI perspective expands the role of humans from
feedback providers to situated collaborators, evaluators, appropria-
tors, and co-adapting participants in sociotechnical systems. This
shift is especially important for agentic systems that act over time,
coordinate across people and tools, and shape collective work.
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